Stellingen
behorende bij het proefschrift
Some Notes on Bayesian Time Series Analysis
in Psychology
door Tanja Krone.
1. Voor het schatten van een autoregressief model hebben
iteratieve schattingsmethoden de voorkeur (dit proefschrift,
hoofdstuk 2).
2. De steekproefomvangen, dat wil zeggen de aantallen geobserveerde tijdspunten en individuen, hebben grote invloed
op de kwaliteit van de schatting van het autoregressieve
lag-1 model (dit proefschrift, hoofdstukken 2 en 3).
3. Het Bayesiaans dynamische lineaire model kan veel
uitdagingen gevonden in empirische tijdseries aan
(dit proefschrift, hoofdstukken 4, 5, en 6).
4. Een goed statistisch model voor multisubject, longitudinale, psychologische data laat ruimte voor verschillen tussen
individuen (dit proefschrift, hoofdstukken 4, 5, en 6).
5. Voor een goed gebruik van statistisch modelleren moet
men de psychologische theorie kunnen verbinden met de
gebruikte statistische methoden.
6. Een gebrek aan convergentie hoeft niet te betekenen dat
het model niet geı̈dentificeerd is.
7. Zowel ontspanning, zoals het bezoeken van een sauna, als
inspanning, zoals het voltooien van intensieve vechtsport
training, zijn van levensbelang voor een promovenda.
8. Voor totale ontspanning zou men moeten leven als een kat:
eten wordt gebracht, slapen kan overal en aandacht komt
op commando.
9. It’s nice to be important, but more important to be nice
— John Templeton
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Chapter 1

Introduction
One important aspect in psychology is the ever changing nature of the subjects of
interest, human beings. A human being changes every day, every hour: how one
feels, what one is doing, how one reacts to external events and to other humans.
All of this is part of the complex nature of human beings and one of the reasons
why psychology is such an exciting and challenging field to study. Studying the
processes and dynamics over time is vital to gain insight in complex mechanisms
underlying human behavior and emotions. An important tool in studying these
processes is time series analysis, where repeatedly gathered, time dependent data
pertaining to the same variable is studied.
Time series data is collected with such a frequency and over such a time span
that it characterizes the process of interest. A time series data set may pertain
to, for example, the mood of an individual measured multiple times a day over a
month, or the number of symptoms experienced by individuals in different treatment groups measured weekly over a year. While time series data still requires an
intensive method of data gathering, it has been strongly facilitated over the last
decades. The introduction of mobile devices, such as smart phones, allows for less
invasive and cumbersome methods of data gathering, while also simplifying the
contact between the researcher and the individual. One method which uses these
possibilities to a great extent, is ecological momentary assessment, also known as
experience sampling (Larson & Csikszentmihalyi, 1983; Shiffman, Stone, & Hufford, 2008; Bolger & Laurenceau, 2013; Bos, Schoevers, & Aan het Rot, 2015). In
ecological momentary assessment, questionnaires are administered multiple times
per day, at either predetermined or random intervals. The wealth of information
that is captured in these data leads to an increase in the amount of time series
analysis in psychological sciences.
The main goals in time series analysis are forecasting and describing. When
forecasting, one tries to predict the next point in the time series. In psychological
7
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sciences this may be used to anticipate when a treatment is complete, or to predict
when the symptoms of a disorder change. While this is a very worthwhile goal, it
is hard to achieve.
The goal of describing a time series is to discern the patterns and dynamics
that characterize the data. As such, a picture may be formed of how the data
changes upon external events, internal changes and the passing of time. To create
a model describing time series data, one has to have a hypothesis pertaining to
the process which is characterized by the data. This hypothesis is reflected both
in the choice of the model class used, e.g., a random coefficients model, a state
space model or a Bayesian Dynamic Model, and the elements implemented in the
model, e.g., the slope and the autocorrelation, for the analysis of the data.

1.1

Describing time series

Model classes Three model classes which may be used in time series, are the
random coefficients model, the state space model and the Bayesian dynamic model.
The random coefficients model can describe the time series data of multiple individuals in a single model (Hox, 2010; Snijders & Bosker, 1999). As a time
series model, the random coefficients model can handle both the trend and the
dynamics in the data. The random coefficients model includes fixed and random
effects, which yields a more efficient estimation than individual analyses. However, it limits the possibilities of interpreting the parameters of the individuals.
One important advantage of the random coefficients model is that it simplifies the
interpretation of hierarchically structured data. The results can be interpreted at
each level of the data, i.e., the time point level and the individual level.
The state space model (SSM) is a highly versatile model for intensively measured, functionally related data, such as time series data (Durbin & Koopman,
2012). The SSM models a latent variable, or the latent state vector, underlying
the observed score. In a SSM, the system equation models the latent variable,
while the observation equation links the latent variable to the observed score. The
SSM can handle missing data and allows for non-normally distributed residuals in
the observed data through the implementation of a link function, similar to the
one used in generalized linear models (Nelder & Wedderburn, 1972; McCullagh
& Nelder, 1989). Furthermore, it is possible to estimate any random coefficients
model for time series using a SSM.
However, to our knowledge no SSM has been developed yet that incorporates
both missing data and non-normally distributed observed residuals simultaneously.
This is largely due to the limitations of maximum likelihood estimation, traditionally the estimation method for SSM, which is hard to implement for non-normally
distributed residuals. This means that while the SSM has a vast range of possibilities, not all of these are implemented yet, and thus these are not accessible to
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most researchers.
The Bayesian dynamic model (BDM) is the Bayesian counterpart of the SSM
(West & Harrison, 1997). The BDM is estimated using Bayesian Markov Chain
Monte Carlo (MCMC) estimation. This allows for more flexibility than the SSM
with regard to the distributions used in specifying the model. Therefore, one may
estimate a model for a data set containing both missing data and non-normally distributed residuals. Furthermore, the Bayesian framework allows for the inclusion
of prior expectations in the model.
Model elements To create a model befitting the time series at hand, the trend
and the dynamics of the data must be studied. The trend pertains to the long term
movement in the data. A trend can be positive, creating an upwards movement,
or negative, creating a downwards movement. While the trend is often modeled as
being linear, it may also be modeled as, or in combination with, for example, an
exponential or cubic trend. The trend can be used to indicate long term effects.
For example, in studies comparing the effect of different treatments, the trend
may indicate which of these treatment shows the strongest decay in symptoms
over time. It is also possible that there is no trend in the data, indicating that a
variable does not show long term changes.
The dynamics pertain to the short term movements in the data. Among the
dynamics are the variability within a time series, and, in a multivariate setting, the
association with other observed series. As we study data in a longitudinal setting,
the dynamics of the series over time are of vital importance. One element that
captures an important part of the dynamics of a time series, is the autocorrelation. The autocorrelation is the correlation between the elements of a time series,
separated by a given interval (Box & Jenkins, 1976; Yule, 1927; Walker, 1931).
This is used in autoregressive models, where the scores on one or more earlier time
points are used as independent variables in estimating the score on the current
time point. An often used model is the autoregressive lag 1 (AR(1)) model, which
models data using the autocorrelation of two consecutive, equidistant scores. The
same principle can be applied to the noise of a time series model, in which case it
is called a moving average model (Box & Jenkins, 1976).

1.2
1.2.1

Outline of the thesis
Estimation of the autoregressive model

The AR(1) model has been estimated with a vast range of estimators, e.g., r1
(Yule, 1927), C-statistic (Young, 1941) and maximum likelihood estimation. In
Chapters 2 and 3, I study the effect of different estimation methods and data
properties on the estimation of the AR(1) model.
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In Chapter 2 I introduce the AR(1) model for univariate data of a single
individual. I compare six estimators for the AR(1) model, being four frequentist
and two Bayesian MCMC estimators. To compare the estimators, I perform a
simulation study where I vary the number of time points and the size of the
autocorrelation within the time series data. I use five measures to compare the
results of the different estimators over the different conditions with regard to bias,
variability and power. Furthermore, I show results of misrepresenting the data by
analyzing data with a different model than was used to generate the data.
In Chapter 3 I introduce the multilevel AR(1) model for univariate data of
multiple individuals. Here, I compare two estimation methods, being maximum
likelihood estimation and Bayesian MCMC estimation. These two methods showed
the best results in our simulation study concerning single case data (Chapter 2).
Furthermore, I examine the difference between the random and fixed coefficients
approach to multilevel modeling. In the random approach the individuals are assumed to be drawn randomly from a certain population, in the fixed approach no
such assumption is made. To compare the four resulting estimators, I perform a
simulation study varying the length of the time series, the number of individuals
per sample, the mean of the autocorrelation and the standard deviation of the autocorrelation. I use six measures to compare the results of the different estimators
over the different conditions with regard to bias, variability and power

1.2.2

Empirical data analysis using the BDM

Based on the simulation studies, I find that iterative estimation through maximum likelihood estimation and Bayesian MCMC has several merits when analyzing AR(1) data compared to other estimators. The Bayesian analysis has not
yet been used extensively in psychological sciences, but offers certain advantages
with regard to the flexibility of the models. Thus, I continue this thesis by using
Bayesian MCMC on psychological time series data and exploring the possibilities
this brings.
The analysis of empirical data requires attention to several points, beyond the
estimation method and data properties. An important point is that empirical data
often has practical issues interfering with the analysis of the data. Examples of
these practical issues are missing data and the inclusion of external variables. An
aim in studying empirical data is often the integration of the relevant psychological
hypotheses and the observed data, with the help of the used statistical model. To
this end, the statistical model must be able to quantify the important hypotheses
of the psychological framework on basis of which the data is studied. In Chapters
4, 5 and 6 I study the analysis of empirical data with the BDM, where I focus on
the handling of the practical issues and the integration of the hypotheses and the
statistical model.
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In Chapter 4 I use the Bayesian Dynamic Model (BDM) to examine differential trends between treatment groups. Here, I show that the BDM can handle the
combination of non-normally distributed residuals, inclusion of external variables
both as active covariates and post-hoc, and missing data in one model. Using
the BDM, I study the trend in a data set containing univariate count data of 72
individuals, with 10 to 50 time points. I compare the effects of three panic disorder treatments for individuals with and without agoraphobia, using the number of
panic attacks experienced per week as dependent variable. Further, I compare different models to see whether there is an autocorrelation in the error, and whether
pre-treatment symptoms influence the number of panic attacks at the beginning
of the treatment.
In Chapter 5 I use the BDM to create a model for multivariate, multiindividual time series pertaining to perceived emotions. I combine the framework
of emotion dynamic features as described by Kuppens and Verduyn (2015) with the
BDM, creating a vector autoregressive (VAR) BDM. Using the VAR-BDM, I quantify six emotion dynamic features, being within person and innovation variability,
granularity, inertia, cross-lag regression and the intensity of the emotions. This is
the first time these features are combined into one model for a multi-individual,
multivariate data set including missing data. Before the empirical application, I
use a short simulation study to show how many data points would be needed for
the full model in a multivariate setting. As the requirements for the full model are
not met in our empirical data set, we use a simplified model. Using the simplified
VAR-BDM, I study the dynamics of three emotions for three individuals, with 47
to 70 time points, in one analysis.
Finally, in Chapter 6 I use the VAR-BDM from Chapter 5 to compare different
models for bivariate affect time series. For this affect data, a theoretical framework
based on emotion dynamics effect framework is used. I quantify six affect features:
within person and innovation variability, inertia, cross-lag regression, intensity and
co-occurrence of affect. While each of these features have been studied extensively
before, they have not yet been combined in one model. Each affect dynamic is
linked to a parameter in the simplified VAR-BDM. Using this model, I study the
bivariate affect for 12 individuals, each with 53 to 70 consecutive measurements.
I compare several models, to see whether there is a weekly cycle in the affect
experienced, and whether there is an autoregression present in the white noise.
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Chapter 2

A comparative simulation
study of AR(1) estimators in
short time series
Abstract
Various estimators of the autoregressive model exist. We compare their performance in
estimating the autocorrelation in short time series. In Study 1, under correct model
specification, we compare the frequentist r1 estimator, C-statistic, ordinary least squares
estimator (OLS) and maximum likelihood estimator (MLE), and a Bayesian method,
considering flat (Bf ) and symmetrized reference (Bsr ) priors. In a completely crossed
experimental design we vary lengths of time series (i.e., T = 10, 25, 40, 50 and 100) and
autocorrelation (from -0.90 to 0.90 with steps of 0.10). The results show the lowest bias
for the Bsr , and the lowest variability for r1 . The power in different conditions is highest
for Bsr and OLS. For T = 10, the absolute performance of all measurements is poor,
as expected. In Study 2, we study robustness of the methods through misspecification
by generating the data according to an ARMA(1,1) model, but still analysing the data
with an AR(1) model. We use the two methods with the lowest bias for this study, i.e.,
Bsr and MLE. The bias gets larger when the non-modelled moving average parameter
becomes larger. Both the variability and power show dependency on the non-modelled
parameter. The differences between the two estimation methods are negligible for all
measurements.

This chapter is published as: Krone, T., Albers, C. J., & Timmerman, M. E.
(2016a). A comparative simulation study of AR(1) estimators in short time series. Quality & Quantity (in press). doi:10.1007/s11135-015-0290-1
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2.1

Introduction

Time series analysis has been valuable for achieving insight into the nature of
longitudinal processes. Especially the autoregressive moving average (ARMA)
model (Box & Jenkins, 1976) has gained enormous popularity in various research
areas. The autoregressive part models the serial dependence between consecutive
measurements. The moving average part models the serial dependence between
consecutive error terms. The ARMA(p, q) model is given by:
yt = µ +

p
X
i=1

φi yt−i +

q
X

θj et−j + et ,

et ∼ N (0, σe2 ),

(2.1)

j=1

with yt the score at time t (t = 1, 2, .., T ), µ the population mean, φi the autocorrelation for lag i (i = 1, 2, ..., p), θj the moving average parameter at lag
j (j = 1, 2, ..., q) and et the residual.
One of the simplest versions of the ARMA(p, q) is the AR(1) model:
yt = µ + φ(yt−1 − µ) + et ,

et ∼ N (0, σe2 ),

(2.2)

where, for simplicity, the subscript 1 is omitted from φ. Several estimation methods
have been proposed to estimate the AR(1) model. These estimation methods
include closed form estimation methods, such as the r1 estimator (Yule, 1927;
Walker, 1931; Box & Jenkins, 1976), C-statistic (Young, 1941) and Ordinary Least
Squares (OLS) estimator, and iterative estimation methods, such as frequentist
Maximum Likelihood Estimation (MLE) and Bayesian Markov Chain Monte Carlo
(MCMC) estimation. The performance of the closed form estimation methods in
terms of efficiency have been examined and compared in some simulation studies
(Huitema & McKean, 1991; DeCarlo & Tryon, 1993; Arnau & Bono, 2001; Solanas,
Manolov, & Sierra, 2010). Generally, in particular for shorter time series (e.g.,
length T ≤ 50), the closed form estimation methods have been shown to have
biased autocorrelation estimates and/or high variability. Because the closed form
and iterative estimation methods have not been mutually compared so far, it is
unclear which estimation methods perform better in terms of having a low bias and
variability under relevant conditions for empirical practice. Further, little is known
about the robustness of the specific estimation methods towards misspecification
of the model. This knowledge is important to optimize a time series research
design, and to select a low-variability, low-bias, and robust method for estimating
an AR(1) model in empirical practice.
In this chapter, we discuss two studies to assess the relative performance of
several estimators of the AR(1) model. We focus on short time series, with a
length T between 10 and 100. Even though these lengths are relevant, for example
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in psychological research, they are not thoroughly studied yet for all estimators
we compare. For the autocorrelation we use values between −1 and 1, and hence
consider stationary time series. Our first study provides the information needed
to make an informed choice between the estimation methods for the AR(1) model.
To this end, we selected five popular and/or promising estimation methods. In a
simulation study, we compare these methods with regard to bias, standard error,
the bias of the standard error, the rejection rate for φ = 0, the power for φ 6= 0,
and the point and 95% interval estimates.
Our second study focuses on the issue of robustness. Robustness, as used in
this chapter, is the resilience to misspecification with regard to the number of
parameters. The effects of misspecification of the ARMA(1,1), AR(1) and AR(2)
model have been studied for the least squares estimator. For an underspecified
model, the parameters become more biased when the unspecified parameters are
further from zero (Tanaka & Maekawa, 1984). Overspecification of the model gives
a larger prediction mean squared error for the estimation of the score at yt (Kunitomo & Yamamoto, 1985). To study the robustness with regard to misspecification,
we use the two estimation methods that showed the lowest bias in the first study.
In the misspecification study we generate the data using an ARMA(1,1) model,
but estimate the parameters as if the data was generated using the same AR(1) =
ARMA(1,0) model as used in Study 1.
In the next section, we describe the selection process of the estimation methods
used in this chapter, followed by a short introduction to the estimators. Then, we
present the design, performance criteria and the results of the first simulation
study, which aims at comparing various estimators when applied to short time
series following an AR(1) model. We continue with the design and results of the
second simulation study, which aims at exploring the effect of underspecifying
a short time series following an ARMA(1,1) model as data following an AR(1)
model. We conclude this chapter with a discussion of the simulation studies and
the implications of the results.

2.2

Selection of estimation methods

To start, we performed a literature search towards estimation methods for AR(1)
models. Our selection criteria for the papers were as follows: 1) it must discuss one
or more simulation studies that compare different estimators of the AR(1) model;
2) it must include conditions with less than 50 time points and a range of values
between −1 and 1 for the autocorrelation φ. This literature search revealed the
five papers shown in Table 2.1.
The earliest discussed estimator is the r1 estimator (Walker, 1931), as implemented in the Yule-Walker model (Yule, 1927; Box & Jenkins, 1976). However,
since several studies have found that the bias of r1 for small samples is large, espe-
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paper

estimators

length

outcome measures

6, 10, 20, 50, 100,
500

bias (th & emp), MSE
(av+), α, power, σe2 (th
& emp)

Huitema and McKean
(1991)

r1 ,
OLS

DeCarlo
(1993)

r1 , r1+ , C

6, 10, 20, 30, 50

bias (emp), MSE (av+),
α, power

Huitema and McKean
(1994)

rq1 , rq2 , rq3

6, 10,20, 50, 100,
500

bias (emp, av & φ=0.9),
MSE (av), α, power, σe2
(emp)

Arnau and Bono (2001)

r1 , r1+ , r10

6, 10, 20, 30, 50

bias (th & emp), MSE
(av), α, power

Solanas, Manolov, and
Sierra (2010)

r1 ,r1+ , r1 ∗, r1c , r1e ,
C, r1f , OLS, r1f b ,r1δ

5, 6, 7, 8, 9, 10, 15,
20, 50, 100

bias (emp),
power

and

Tryon

r1+ ,

r1 ∗,

r1c ,

r1e ,

MSE, α,

Table 2.1: List of papers with considered estimators, the lengths of the time series,
and the outcome measures, where φ = autocorrelation, th = theoretical, emp =
empirical, av = averaged over all φ, and av+ = averaged over all positive φ. All
papers used a range of simulated autocorrelations of [-0.9 (0.1) 0.9], the estimators
with ‘r’ in their name are derived from r1 estimator.

cially for data with a positive autocorrelation, various alternatives were proposed
(Huitema & McKean, 1991, 1994; DeCarlo & Tryon, 1993; Arnau & Bono, 2001;
Solanas et al., 2010). A selection of these is given by name in Table 2.1. Note
that most alternatives are based on the original r1 , as can be deduced from the
names using ‘r’ or ‘r1 ’ and a sub- or superscript. In general, the modifications of
r1 showed a smaller bias than r1 itself, but a larger variability of the estimated
autocorrelation (Huitema & McKean, 1991, 1994; Arnau & Bono, 2001; Solanas et
al., 2010), except for the estimators r1+ and the C-statistic. In direct comparisons
between r1+ and the C-statistic, it was shown that the C-statistic had a smaller
average bias and a smaller average mean square error, thus a smaller variability,
over different values of φ than the r1+ estimation method.
Apart from the modifications of r1 , another closed form solution may be used.
The ordinary least squares (OLS) estimator is used in many different applications,
most notably in regression analysis. Since the autocorrelation may be interpreted
as a special kind of regression parameter, OLS can be used to find the autocorrelation. In comparisons, the OLS estimator showed a smaller bias than most
derivations from the r1 estimators (Huitema & McKean, 1991; Solanas et al.,
2010). However, the OLS estimator also showed a slightly larger mean squared
error than most r1 derivations. These comparisons between estimators reveal a
bias-variance tradeoff in the autocorrelation estimator.
Two important methods that are not found in the comparisons listed in Table
2.1, are the frequentist MLE and Bayesian MCMC estimation. Though simulation
studies using MLE have been done, those studies did not include the conditions of
our primary interest. For example, the studies considered different ARMA(p, q)-
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models (Stoica, Friedlander, & Söderstorm, 1986; Pantula & Fuller, 1985; GarciaHiernaux, Casals, & Jerez, 2009), had no condition with less than 100 time points
(Cox & Llatas, 1991) or were aimed at examining other parts of the estimation
process, such as deciding on which ARMA(p, q)-model to use (Watson, Clark,
McIntyre, & Hamaker, 1992). This was the same for papers using Bayesian MCMC
estimation. Examples of this are studies that have no systematic comparison using
different estimators (Price, 2012), use AR(2) models (West & Wilcox, 1996) or use
lagged cross-correlation (Zhang, Hamaker, & Nesselroade, 2008). The MLE and
Bayesian MCMC have become often-used methods of analysis in different fields
and applications.

2.3

Estimation methods

In the next paragraphs we will describe the five different estimation methods used
in this chapter.

2.3.1

The r1 estimator in the Yule-Walker method

The Yule-Walker method for ARMA models (Yule, 1927; Walker, 1931; Box &
Jenkins, 1976) may be the best known estimation method in time series analysis.
It uses the r1 estimator to estimate the lag 1 autocorrelation:
PT −1
φ̂r1 =

(yt − ȳ) (yt+1 − ȳ)
,
PT
2
t=1 (yt − ȳ)

t=1

where yt is the observed score at time t, (t = 1, 2, ..., T ) and ȳ is the mean score
over the T observations. Asymptotically, the autocorrelation function for this
series is biased by −(1 + 4φ)/T (Kendall & Ord, 1990). This bias has empirically
been shown to be as large as −0.73 for T = 6 and φ = 0.90 (DeCarlo & Tryon,
1993). This empirical bias is surprisingly close to the asymptotic bias of −0.77.
To keep the bias within reasonable limits, Box and Jenkins (1976, p. 32-33) advise
a minimum length of 50 time points for a time series.
The standard error of the φ̂r1 is calculated as:
s
SEr1 =

σ̂e2
,
(T − 1)σ̂y2

(2.3)

where σ̂y2 is the estimated variance of yt and σ̂e2 is the estimated variance of e.
In comparison studies, several other proposals were done to replace the r1
estimator (Huitema & McKean, 1991, 1994; Young, 1941). One of these, which
outperformed the r1 estimator and some of the other estimators in several studies,
was the C-statistic (Young, 1941; DeCarlo & Tryon, 1993; Solanas et al., 2010).
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C-statistic

The C-statistic (Young, 1941) compensates the bias of the r1 estimator by adding
a factor to φ̂r1 as:
2

2

(yT − ȳ) (y1 − ȳ)
.
PT
2
2 t=1 (yt − ȳ)

φ̂C = φ̂r1 +

The φ̂C is asymptotically unbiased. The φ̂C has been shown to be a better estimator than φ̂r1 for φ for short time series and a positive φ (DeCarlo & Tryon, 1993;
Solanas et al., 2010). However, the bias still remains quite large (e.g., −0.38 for
φ = 0.60 and T = 5) and the power remains quite low (e.g., ≤ 0.09 for φ = 0.60
and T = 5) for short time series (Solanas et al., 2010).
The standard error associated with φ̂C is:
s
SEC =

T −2
,
(T − 1)(T + 1)

(2.4)

which is obviously only dependent on the number of observations.

2.3.3

Ordinary Least Squares

The Ordinary Least Squares (OLS) for an AR(1) model is:
PT −1
φ̂ols =

(yt − ȳ) (yt+1 − ȳ)
.
PT −1
2
t=1 (yt − ȳ)

t=1

The asymptotic standard error for φ̂ols is:
s
SEols =

T − (T − 1)φ2 − 1
.
T 2 − T − T yT2

(2.5)

The OLS estimation is capable of handling non-stationary data under certain
restrictions. This means that it is possible to obtain a non-stationary estimate (i.e.,
|φ̂ols | > 1). To identify possible different behaviours, we distinguish two types of
OLS analysis results: OLS-A will refer to the complete results, where OLS-S will
refer to the results where the non-stationary results are left out.

2.3.4

Maximum Likelihood Estimation

The iterative Maximum Likelihood Estimation (MLE) used to estimate the autocorrelation, shares asymptotic properties with the OLS estimation (Lütkepohl,
1991, p. 368-370). The MLE method uses a collection of algorithms to find the
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maximum likelihood for a parameter or model (Durbin & Koopman, 2012). In this
study, we will compute the MLE with the ‘Broyden-Fletcher-Goldfarb-Shanno’ algorithm (Byrd, Lu, Nocedal, & Zhu, 1995). An asymptotic standard error for φ̂mle
may be estimated in the same way as for φ̂r1 , using Equation 2.3. The asymptotic
bias for an AR(1) model with population mean assumed to be zero, is −2φ/T .
For an AR(1) model with the mean estimated, the asymptotic bias is (−3φ + 1)/T
(Tanaka, 1984).

2.3.5

Bayesian Markov Chain Monte Carlo

The Bayesian MCMC is the only non-frequentist estimation method considered in
this chapter. Bayesian analysis uses a prior probability distribution for the parameters, set up before the analysis. This is combined with the observed likelihood,
as computed from the observed data, to form the posterior probability of the parameters. This posterior probability can be expressed through Bayes’ theorem:
p(φ|Y ) ∝ (Y |φ)p(φ). For the Bayesian analyses we will use MCMC sampling to
find the combination of parameter values which gives the highest likelihood.
In these simulation studies we will consider two weak informative Bayesian
priors. Since we assume stationarity we restrict ourselves to prior distributions
with non-zero probabilities for |φ| ≤ 1. That is, we consider a flat prior, giving all
values of φ between −1 and 1 an equal probability:
πf (φ) = 21 ,

for − 1 ≤ φ ≤ 1.

Further, we consider the symmetrized reference prior defined by Berger and Yang
(1994), which is specifically tailored to autoregressive processes. The symmetrized
reference prior is given as:
πsr(φ) = 1/[2π

p

1 − φ2 ],

for − 1 ≤ φ ≤ 1.

This symmetrized reference prior gives a higher probability to higher values of |φ|
and has a narrower posterior distribution and a smaller mean square error than
the flat prior or Jeffrey’s prior in the case of AR(1) models (Berger & Yang, 1994).
We will denote these methods as Bf and Bsr , respectively.

2.4

Research design Study 1: Comparison of estimators

To compare the various estimators for the autocorrelation (φ), we simulate according to an AR(1) model (see Equation 2.2). In the generation of the data we
vary the length of the time series T and the autocorrelation φ. For T we use five

20
Parameter

Chapter 2
Test 1

Test 2

Test 3

Test 4

Test 5

Test 6

Test 7

N(0,2)
Γ(1, 1)

N(0,2)
Γ(1, 2)

N(0,2)
Γ(2, 1)

Priors used
µ
σe

N(0,2)
Γ(2, 2)

N(1,2)
Γ(2, 2)

N(0,5)
Γ(2, 2)

N(1,5)
Γ(2, 2)

Mean estimated parameters and their standard deviation in brackets for φ = −0.50
Bf : φ
Bf : µ
B f : σe
Bsr : φ
Bsr : µ
Bsr : σe

-0.33
0.00
1.06
-0.37
0.01
1.06

Bf : φ
Bf : µ
B f : σe
Bsr : φ
Bsr : µ
Bsr : σe

0.05
0.00
1.05
0.08
0.00
1.07

(0.29) -0.32 (0.29)
(0.22) 0.05 (0.23)
(0.24) 1.06 (0.24)
(0.34) -0.37 (0.34)
(0.22) 0.07 (0.24)
(0.24) 1.06 (0.24)

-0.31
0.01
1.06
-0.34
0.01
1.07

(0.30) -0.31 (0.30) -0.32 (0.29) -0.34 (0.29) -0.30 (0.29)
(0.25) 0.03 (0.25) 0.00 (0.22) 0.00 (0.22) 0.01 (0.22)
(0.24) 1.06 (0.24) 1.07 (0.26) 0.99 (0.23) 1.16 (0.28)
(0.37) -0.34 (0.37) -0.37 (0.34) -0.39 (0.34) -0.34 (0.34)
(0.27) 0.06 (0.28) 0.00 (0.22) 0.00 (0.22) 0.01 (0.22)
(0.24) 1.07 (0.24) 1.08 (0.26) 1.00 (0.23) 1.16 (0.28)

Mean estimated parameters and their standard deviation in brackets for φ = 0
(0.29)
(0.32)
(0.23)
(0.36)
(0.31)
(0.23)

0.05
0.12
1.06
0.09
0.18
1.07

(0.30)
(0.33)
(0.23)
(0.36)
(0.33)
(0.23)

0.08
-0.00
1.07
0.14
0.00
1.09

(0.31)
(0.40)
(0.23)
(0.38)
(0.43)
(0.24)

0.08
0.06
1.07
0.14
0.13
1.09

(0.31)
(0.40)
(0.23)
(0.38)
(0.44)
(0.24)

0.05
0.00
1.07
0.08
0.00
1.09

(0.29)
(0.32)
(0.25)
(0.36)
(0.31)
(0.25)

0.04
0.00
0.99
0.06
0.00
1.01

(0.30)
(0.33)
(0.22)
(0.36)
(0.32)
(0.22)

0.07
0.00
1.15
0.10
0.00
1.17

(0.28)
(0.32)
(0.26)
(0.35)
(0.30)
(0.27)

0.38
0.00
1.11
0.47
-0.00
1.12

(0.24)
(0.54)
(0.25)
(0.27)
(0.49)
(0.25)

Mean estimated parameters and their standard deviation in brackets for φ = 0.50
Bf : φ
Bf : µ
B f : σe
Bsr : φ
Bsr : µ
Bsr : σe

0.38
-0.00
1.02
0.46
-0.00
1.03

(0.25)
(0.56)
(0.22)
(0.28)
(0.51)
(0.22)

0.39
0.23
1.02
0.47
0.34
1.04

(0.25) 0.42 (0.26)
(0.56) -0.01 (0.74)
(0.22) 1.03 (0.23)
(0.28) 0.53 (0.28)
(0.51) -0.01 (0.75)
(0.22) 1.05 (0.23)

0.42
0.13
1.03
0.53
0.26
1.05

(0.26) 0.38 (0.25) 0.37 (0.26)
(0.74) 0.00 (0.55) 0.00 (0.57)
(0.23) 1.03 (0.24) 0.96 (0.22)
(0.28) 0.46 (0.28) 0.45 (0.29)
(0.76) -0.00 (0.51) -0.00 (0.53)
(0.23) 1.05 (0.24) 0.97 (0.22)

Table 2.2: Different combinations of priors tested to see their influence on the posterior results, with the used prior distributions (top) and parameters as estimated
(with the empirical standard deviation) with these distributions (bottom).

different sizes, namely 10, 25, 40, 50 and 100. For φ, we use an autocorrelation
of −0.90 to 0.90 inclusive, taking steps of 0.10. Earlier studies show that there
is a difference between the bias for the negative and positive φ for several estimators, including r1 and the C-statistic (DeCarlo & Tryon, 1993; Solanas et al.,
2010). This indicates that a thorough test is required to include both positive and
negative autocorrelations. Finally, the number of replications must be set. All
of the studies in Table 2.1 have a minimum of 10,000 replications per condition.
However, a pilot study showed that the maximum standard deviation of the mean
φ̂ over 5,000 to 10,000 replications was 0.0007, when T = 10 and φ = 0.7, for all
estimators. Therefore we use N = 5, 000 replications per condition. Considering a
fully crossed experimental design, this yields 19 × 5 × 5, 000 = 475, 000 simulated
data sets.
Across all conditions, µ is set to zero and σe2 to one, which can be done without
loss of generality. This results in a standard normal distribution for yt given φ.
Priors We performed a small simulation study to decide on the values for the
hyperparameters of the priors in our Bayesian analyses. In the model we use,
only the prior distributions for µ and σe have such hyperparameters. We used 3
conditions, with φ = −0.50, 0 and 0.50, using 1,000 replications per condition and
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2,000 iterations per analysis. We set T = 10, since shorter series provide less data,
and will therefore be more strongly influenced by the choice of the prior. For µ
we used a normal prior with mean and standard deviation as given, and for σe we
used a Γ prior with shape and rate as given in the top part of Table 2.2.
As can be seen in Table 2.2, the differences in the estimated parameters are
small, especially when taking into account the uncertainty added by the small T .
As a result, we based our choice of priors on theoretical grounds. To reduce the
influence of the priors, we choose our priors close to the distributions used for the
data generation: µ ∼ N (0, 2) and σe ∼ Γ(2, 2).
Outcome measures For each data set we obtain different estimators: r1 , Cstatistic, OLS, MLE, Bf and Bsr . To compare the estimators, we consider the
bias of the various estimators of φ, their empirical standard error, the bias of the
estimated standard error, the rejection rate for φ = 0, power for φ 6= 0, and the
point and 95% interval estimates of φ. All outcome measures are calculated for
each condition and each estimation method.

2.4.1

Bias

The bias is computed as:
bias =

N
1 X
φ̂n
N n=1

!
− φ,

where n (n = 1, 2, ..., N ) refers to the replication number.

2.4.2

Variability

To compare the variability of the different estimators over the different conditions,
we consider two estimators: the empirical standard error and the bias of the estimated standard error. The empirical standard error shows the variability of the φ̂
across replications. The bias of the estimated standard error shows to what extent
the standard error estimated by the estimation method, resembles the empirical
standard error.
Empirical standard error: SD(φ̂)
The empirical standard error of φ̂ is calculated by:
v
u
u
SD(φ̂) = t

N

1 X
¯ 2
φ̂ − φ̂ ,
N − 1 n=1
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¯
where φ̂ is the mean estimated φ̂ over all replications within a condition.

Bias of the estimated standard error
For the frequentist estimators, the estimated standard error SE(φ̂) is calculated
using Equations 3, 4 and 5, and for the Bayesian estimation, the estimated standard error is obtained through MCMC. To estimate the expected value of SE (φ̂)
for each estimator, we compute the average SE(φ̂) over all replications within a
condition:
SE (φ̂) =

N
1 X
SE(φ̂).
N n=1

To assess the bias of the estimated standard error with regard to the observed
standard error, we substract the observed standard error, SD(φ̂) from the mean
estimated standard error, SE (φ̂):
Bias of SE(φ̂) = SE (φ̂) − SD(φ̂).

2.4.3

Rejection rate and power

For each estimation method and condition, we compute the empirical probability
(EPr) for rejecting H0 : φ = 0, with α = 0.05. In the condition with φ = 0, the
EPr indicates the rejection rate or actual α, in all other conditions the EPr equals
the actual power. For the r1 , MLE, OLS-S and C-statistic methods, first a p-value
is obtained using a t-distribution. Considering the t-statistic for a correlation
coefficient:
√
φ̂ T − 2
tall = q
, dfall = T − 3.
1 − φ̂2
For the OLS-A method, a t-test based on the estimated standard error of φ̂ is
applied, since the possibility of φ̂ having a higher value than one in absolute value
renders the t-statistic for correlations inapplicable:
tols =

φ̂
,
SEφ̂

dfols = T − 3.

For the Bayesian estimation methods, we consider the percentage of datasets
for which the 95% credible interval (CrI) does not hold zero.
For each condition and method, we then calculate the EPr of rejecting H0 :
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φ = 0 as:
for r1 , C-statistic, MLE, OLS-A, OLS-S: EP r = #(H0 is rejected)/N,
for Bf , Bsr :

2.4.4

EP r = #(CrI does not hold 0)/N.

Point and interval estimates for φ

To illustrate the joint effects of bias and variability we consider the two estimation
methods with the smallest bias, using the point and interval estimates of φ. As
point estimate we use the mean of φ̂ per condition, for the interval estimation we
use the mean 95 percentile of the φ̂ over all replications per condition.

2.4.5

Procedure

For the simulations and analyses we use the program ‘R’ (R Core Team, 2015).
The C-statistic was computed directly with the basic functions available. For the
Yule-Walker, OLS and MLE methods we use the command ‘ar’ from the software
package ‘stats’. The Bayesian analyses are done with the program ‘Rstan’ (Stan
Development Team, 2014).

2.5

Results Study 1

The OLS estimator rendered estimates of φ that were higher than one in absolute value, and thus non-stationary, as expected. The highest percentage of
non-stationary estimates, 15.1%, was found for the shortest series, T = 10 and the
highest autocorrelation, φ = 0.90. For T = 10 and φ = −0.90 to φ = 0.80, up to
6.8% of the estimates per condition were non-stationary, with higher percentages
associated with higher values of |φ|. For T = 25 to 50 and φ = 0.50 to 0.90 in
absolute value, up to 2.3% of the estimates were non-stationary. However, the
difference in the results was quite small. Thus we will discuss only the OLS-A
results for the OLS, which includes all measurements, unless the OLS-S shows a
strong deviation from OLS-A.
For the Bayesian analysis, non-convergence is expressed in the potential scale
reduction factor, R̂. The potential scale reduction factor shows the ratio of how
much the estimation may change when the number of iterations is doubled, with
a perfect 1 indicating that no change is expected (Gelman & Rubin, 1992; Stan
Development Team, 2014). For each estimated parameter φ, µ and σe , less than
0.39% of the estimates showed a R̂ above 1.02. Furthermore, a maximum of 2.8%,
found for µ as estimated with Bf , showed a R̂ above 1.01.
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Bias

The bias of the six estimators as a function of φ for T = 10, 25, and 50 is presented
in Figure 2.1. The conditions for T = 40 and T = 100 are not shown due to
their uninformative nature: T = 40 yields results highly similar to T = 50, and
T = 100 yields results with hardly any differences between the estimators. As can
be seen in Figure 2.1, the bias becomes smaller as T increases for all methods,
which is to be expected. The relation between the bias and φ is roughly linear
for all methods, being positive for negative values of φ and negative for positive
values of φ. Further, the bias for positive values of φ is larger than the bias for
their negative counterparts (i.e. −φ). This holds for all values of T and for all
methods, except for the C-statistic.
With regard to the ordering of the estimation methods, differences are found
between negative and positive values of φ and between short time series, T = 10,
and longer time series, T ≥ 25. For the shortest time series with T = 10, the
differences between the methods with regard to bias are strongly dependent on φ.
For low, negative values of φ, the smallest bias is shown by the OLS, MLE and,
to a lesser extent, the r1 . For positive values of φ, the smallest bias is shown by
the Bsr , followed by the Bf . The largest bias for T = 10 is associated with the
C-statistic for negative values of φ, and the r1 for positive values of φ.
For T ≥ 25 and any φ, Bsr consistently shows the smallest bias. Just as for
the shortest series, the largest bias for T ≥ 25 is associated with the C-statistic
for negative values of φ, and with the r1 for positive values of φ.

2.5.2

Variability

With regard to variability, the results for T ≥ 40 are highly similar to the results
for T = 25 with regard to pattern of the variability and the order of the estimation
methods. The only difference is the decline in absolute size. This prompted us to
only explicitly show the results for T = 10 and T = 25 for the empirical standard
error and the bias of the estimated standard error.
Empirical standard error: SD(φ̂)
The empirical standard error (SD(φ̂)) as a function of φ is shown in Figure 2.2 for
T = 10 (panel a) and T = 25 (panel b). For all frequentist estimators, the SD(φ̂)
for positive values of φ is larger than the SD(φ̂) for their negative counterparts
(i.e. −φ), implying that the variability is higher for positive values of φ than for
negative values of φ. For the Bayesian estimators, this differs between values of T
and |φ|.
With regard to the ordering of the estimation methods for the SD(φ̂), small
differences are found between the short time series, T = 10, and longer time series,
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Figure 2.1: Bias for the six estimators and time series lengths T = 10, 25, and 50
as a function of φ.

Figure 2.2: The empirical standard error for T = 10 (panel a) and T = 25 (panel
b), and the bias of the estimated standard error for T = 10 (panel c) and T = 25
(panel d), as a function of φ by estimation method.

26

Chapter 2

T ≥ 25. For the shortest time series, T = 10, and φ below 0.40, the lowest SD(φ̂)
is shown by r1 , for φ above 0.40 this is shown by Bf . The highest SD(φ̂) for φ
below 0.30 is shown by Bsr , for φ above 0.30 this is shown by the OLS estimator.
The OLS and MLE stand out due to the continuing increase in the SD(φ̂) for
higher values of φ.
For T ≥ 25, the Bsr shows an distinct pattern. The Bsr shows the lowest
SD(φ̂) for φ below −0.80 and above 0.80, but the highest SD(φ̂) for φ between
−0.6 and 0.60. The lowest SD(φ̂) for φ between −0.70 and 0.40 is shown by the r1 .
The highest SD(φ̂) for φ below −0.70 is shown by the C-statistic, for φ above 0.70
this is shown by the OLS followed by the MLE. When T increases, the empirical
standard error of the different methods become smaller and more similar to each
other. For T = 100, the size of the SD(φ̂) is between 0.05 and 0.10 for all values
of φ and all estimators.
Bias of the estimated standard error
The bias of SE(φ̂) as a function of φ is shown in Figure 2.2 for T = 10 (panel
c) and for T = 25 (panel d). In general, the bias of SE(φ̂) decreases when T
becomes larger, indicating a smaller difference between the estimated and the
empirical standard errors. For T = 100, the bias of SE(φ̂) is between −0.01 and
0.04 for all values of φ and all estimators. With regard to the ordering of the
estimation methods, small differences are found between T = 10 and longer time
series. Differences were also found for different values of φ.
The direction of the bias of SE(φ̂) differs between the methods and the value
of φ. For r1 and the C-statistic, the bias of SE(φ̂) is positive for all φ, indicating
an overestimation of the standard error. The OLS shows a positive bias of SE(φ̂)
for φ between −0.70 and 0.20, and a negative bias of SE(φ̂) for other values of
φ. For the MLE the bias of SE(φ̂) is negative for all φ. Both Bf and Bsr show
a negative bias of SE(φ̂) for φ < −0.70, and a positive bias of SE(φ̂) for higher
values of φ.
For T=10, the smallest bias of SE(φ̂) for φ below −0.70 is shown by the OLS
method. The smallest bias of SE(φ̂) for φ above −0.50 is shown by the C-statistic,
closely followed by the OLS and the MLE. The largest bias of SE(φ̂) for φ above
−0.80, is shown by r1 , which is joined in this regard by Bf and Bsr for φ between
−0.20 to 0.60.
The bias of SE(φ̂) for T ≥ 25 is smaller than the bias of SE(φ̂) for T = 10
and the different methods are closer together. The domain of φ for which the Cstatistic shows the largest bias of all estimators increases when T becomes larger;
for T = 10 this is when φ is below −0.50 and above 0.70, for T = 100 this is when
φ is below −0.30 and above 0.20. The other estimators show the same pattern and
order in the bias of SE(φ̂) as for T = 10.
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Figure 2.3: Power as a function of φ for the different estimation methods and
T = 10, 25 and 50

2.5.3

Rejection rate and power

The EPr of the different methods is presented in Figure 2.3 for T = 10, 25 and
50, where the EPr at φ = 0 indicates the empirical rejection rate and the EPr at
φ 6= 0 the empirical power. As with the bias, the EPr for T = 40 and T = 100 are
not shown due to their uninformative nature. When looking at the rejection rate,
the empirical rejection rate approaches the nominal α as the length of the time
series increases, as to be expected. The rejection rate for T = 10 is between 0.01
and 0.04 and for T ≥ 25 between 0.03 and 0.05, for most estimators. The only
exception is the rejection rate for OLS-A at T = 40, which is 0.06. At T = 100,
the MLE, Bsr , OLS-S and Bf show a rejection rate of 0.050, which is equal to
the nominal α of 0.05. For all practical purposes, the difference in rejection rates
between estimation methods is negligable.
The power of the estimated φ shows a positive relation to the size of T and
the absolute value of φ, as expected. When we would consider a minimal power
of 0.80, for T = 10 this is only found for the estimators OLS and MLE, and at
very low values of φ, i.e. φ ≤ −0.90. For T = 25 and negative φ, the power is
above 0.80 for φ ≤ −0.60 for all estimators except for the C-statistic, which has a
power above 0.80 for φ ≤ −0.70; for positive values of φ, the Bsr shows a power
above 0.80 for φ ≥ 0.60, for the other estimators this is for φ ≥ 0.70. For larger
T , the power reaches 0.80 at lower values of φ; for T = 100, the power is 0.80 for
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Figure 2.4: Mean of φ̂ (points) with a 95% percentile interval (lines) for different
values of φ and T .

|φ| ≥ 0.30.
The order of the estimation methods with regard to the power is consistent
for the different values of T . The highest power for negative φ is shown by the
OLS, for positive φ this is Bsr . The lowest power for negative φ is shown by the
C-statistic, for positive φ this is r1 . In general, the difference in power between
the methods becomes smaller as T becomes larger.

2.5.4

Point and interval estimates for φ

The mean φ̂ with a 95% estimation interval for the MLE and Bsr estimations can
be seen in Figure 2.4. We only present this for the MLE and Bsr , since these
methods show the lowest bias. As can be seen in Figure 2.4, the 95% intervals are
larger for smaller values of T , indicating a larger variability in the φ̂, as would be
expected. The strongest decrease in both variability and bias is from T = 10 to
T = 25: for Bsr the bias decreases with up to 89% and the variability with 29% to
51%, for the MLE the bias decreases by 82% and the variability by 34% to 51%.
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Conclusion

In general, it may be concluded that the Bayesian Bsr and the frequentist MLE
perform best in terms of bias, but not in terms of variability. With regard to
empirical variability, the r1 performs best. For the bias of the estimated variability,
the MLE performs best. Furthermore, the Bsr is favorable with regard to power for
positive φ, showing only slight differences with the OLS estimator for a negative
Bsr . This leads us to continue with the MLE and the Bsr estimators for the
misspecification study of this chapter.

2.6

Research Design Study 2: Robustness

To study the robustness of the estimation methods, we misspecify the model. The
data is still analysed as if they stem from an AR(1) model, but we generate the
data using an ARMA(1,1) model. We generate data sets for two different sizes of
T , namely 25 and 50. For φ and θ, we use parameters of −0.90 to 0.90 inclusive,
taking steps of 0.15. Every condition consists of 5,000 replications. Considering a
fully crossed design, this yields 13 × 13 × 2 × 5, 000 = 1, 690, 000 datasets.
Again, across all conditions, µ is set to zero and σe2 to one. We consider the
same outcome measures for Study 2 as we did for Study 1.

2.7

Results Study 2

We successively present the results on the bias, empirical standard error, bias of
the estimated standard error, rejection rate, power, and point and 95% interval
estimates. Note that when θ is zero, the simulated data follows an AR(1) model,
rendering the results equal to the results discussed in the first study of this chapter,
apart from small deviations resulting from simulation variability.
As with the first study, we checked the R̂ of the estimated parameters φ, µ and
σe of Bsr . For each of the parameters, less than 0.14% showed an R̂ above 1.02,
and less than 1.69% showed an R̂ above 1.01.

2.7.1

Bias

In Figure 2.5, heatmaps for the bias of Bsr and MLE for T = 25 and T = 50 are
presented, expressing the bias depending on the combination of φ and θ. The θ
influences the bias in two ways: first, the bias is smaller when θ is close to zero,
second, the bias gets larger when θ is further from φ.
The bias is also influenced by the value of T and the estimation method. When
looking at T , in the MLE the bias for T = 50 is larger than the bias for T = 25,
unless both θ and φ are negative. The difference between the bias of T = 50 and
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Figure 2.5: Heatmaps for the bias of φ̂mle for T=25 and T=50 (top panes) and
the bias of φ̂Bsr for T=25 and T=50 (bottom panes).
the bias of T = 25 ranges for MLE from −0.03 to 0.12 per condition. For the Bsr ,
the bias for T = 50 is smaller than for T = 25, unless φ has a value above 0.30.
The difference between the bias of T = 50 and T = 25 ranges for Bsr from −0.07
to 0.03 per condition. Comparing the estimation methods reveals that the bias is
small, and in general slightly larger for the Bsr than for the MLE, with the largest
difference being 0.11 for φ = 0.60, θ = 0, and T = 25. The difference between the
estimation methods is larger for T = 25 than for T = 50.

2.7.2

Variability

Close inspection of the results for the variability and EPr for the Bsr and MLE
estimators and the two lengths of T , revealed that the patterns are very similar
across methods and different lengths of T . This prompted us to only present the
results of Bsr and T = 25 in Figure 2.6. However, we discuss any quantitative
differences between the methods. For comparison purposes, we also plotted the
SD(φ̂), the bias of SE(φ̂) and the EPr for Bsr and T = 25 of Study 1.
Empirical standard error: SD(φ̂)
The empirical standard error (SD(φ̂)), for Bsr with T = 25 and θ = −0.45, 0.00,
and 0.45, can be seen in Figure 2.6 (panel a). Some differences between the SD(φ̂)
over different values of θ, φ and T are found. First, the SD(φ̂) shows a positive
slope over φ for negative values of θ, and a negative slope over φ for positive values
of θ. Second, the SD(φ̂) is smaller for T = 50 compared to T = 25. For the MLE
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Figure 2.6: Empirical standard error (panel a), bias of the estimated standard
error (panel b) and EPr (panel c) for Bsr with T=25 as a function of φ.

estimator the SD(φ̂) is up to 0.07 smaller for T = 50, for the Bsr the SD(φ̂) is up
to 0.08 smaller for T = 50. When comparing methods of estimation, the SD(φ̂)
of the Bsr is larger than the SD(φ̂) of the MLE, for both values of T . For T = 25,
this differs up to 0.03, for T = 50 this differs up to 0.01 per condition.
Bias of the estimated standard error
The bias of SE(φ̂) for Bsr with T = 25 and θ = −0.45, 0.00, and 0.45, can be
seen in Figure 2.6 (panel b). The bias of SE(φ̂) for most combinations of φ and θ,
where θ 6= 0, is positive and higher than the bias for the AR(1) data. Only for low
values of |θ| combined with high values of |φ|, the bias of SE(φ̂) is negative. The
bias of SE(φ̂) is larger for T = 25 than for T = 50, for all methods and conditions,
with differences up to 0.02 for both methods. Furthermore, the bias of SE(φ̂) is
slightly larger for the Bsr estimation than for the MLE, with a maximum absolute
difference of 0.01 for T = 25 and 0.03 for T = 50.

2.7.3

Rejection rate and power

The EPr for Bsr with T = 25 and θ = −0.45, 0.00, and 0.45, can be seen in Figure
2.6 (panel c). When θ 6= 0, the curve of the EPr shifts relative to the curve of
the AR(1) data. For a negative θ, the curve shifts to the right, for a positive θ,
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Figure 2.7: Mean of φ̂ (points) with a 95% percentile interval (lines) for different
values of φ and T .

the curve shifts to the left. In both cases, the amount the curves shifts is roughly
equal to the absolute value of θ. This is the same for both methods, with the
shape of the curve being dependent on T , as in Study 1. The differences between
the methods are negligible.

2.7.4

Point and interval estimates for φ

The mean φ̂ with a 95% estimation interval for the MLE and Bsr estimations are
presented in Figure 2.7. As can be seen in Figure 2.7, the 95% intervals are larger
for smaller values of T , indicating a larger variability in the φ̂. For both methods,
the decrease in the 95% estimation interval is between 33% and 44% from T = 25
to T = 50 for the different conditions. In most conditions, the 95% estimation
interval is larger and the mean φ̂ is slightly higher for the Bsr than for the MLE.

2.7.5

Conclusion

We found that the further the θ deviates from zero, the larger the difference between the φ and φ̂ is. The Bsr shows a larger bias than the MLE when θ is
further from zero, showing a larger influence of the θ parameter in the estimated
φ. Furthermore, the observed variability is slightly smaller for the MLE, with the
difference between Bsr and MLE being larger for T = 25 than for T = 50.
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Discussion

We compared five estimation methods for the autocorrelation: the r1 , C-statistic,
ordinary least squares, maximum likelihood estimation and Bayesian MCMC estimation. For the Bayesian MCMC estimation we used both a flat prior and a
symmetrized reference prior, giving a total of six autocorrelation estimators. We
compared these estimators with regard to bias, variability, rejection rate, power,
and point and 95% estimation interval estimates. After this comparison, we selected the Bayesian estimation with symmetrized reference prior and the maximum
likelihood estimator to use in a second study. In this small study we assessed the
robustness of the methods against underspecification.
The results we found in the first study largely complied with the results from
previous studies. For the bias for positive values of φ, we found the bias of the
C-statistic and the OLS to be smaller than the bias of r1 , as did previous studies
(DeCarlo & Tryon, 1993; Huitema & McKean, 1991; Solanas et al., 2010). For
the empirical standard error, we found smaller values for r1 than for OLS, as did
Huitema and McKean (1991). The low rejection rate we found for the r1 and
the C-statistic confirms to earlier studies (Huitema & McKean, 1991; DeCarlo &
Tryon, 1993; Solanas et al., 2010). The power we found for the C-statistic is similar
to the power found by Arnau and Bono (2001). However, the results of Solanas
et al. (2010) with regard to power were only partly confirmed by our study: for
negative φ we indeed found a higher power for OLS followed r1 , than for the Cstatistic. But for positive φ, we found a higher power for the C-statistic than for
r1 .
The first study showed a strong improvement in all measures for all methods
between T = 10 and T = 25. This improvement continued, be it not as strong, for
higher values of T . When comparing methods, Bsr showed the smallest bias. For
the frequentist methods, this was MLE followed by the C-statistic. The smallest
empirical standard error is shown by r1 , the smallest bias of the estimated standard
error is shown by the C-statistic, the OLS and the MLE. We further found that
a small bias is often paired with a high empirical standard error. The power was
rather low for all methods at the lengths of time series we considered. For T = 25,
the power is below 80% for all methods for φ between −0.5 and 0.5, for T = 100,
the power is below 80% for φ between −0.2 and 0.2. The differences between
methods with regard to power are negligible. In research areas where effect sizes
are small, this may pose a problem. Some studies use moving windows to assess
the stability of parameter estimates over time. For these moving windows, these
results indicate that a moving window of at least 50 time points is advisable,
especially when the differences in parameters over time are small.
The first study was conducted to explore the differences between estimation
methods for the autocorrelation in a single subject design. However, this is only
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a small step in a large research area. The next step may be to explore these
results in multilevel or group analyses, thus when there is not one but multiple
subjects per dataset. Another issue may be how the different methods respond to
non-stationary data, i.e., |φ| > 1.
In the second study, the robustness of the MLE and Bsr to underspecification
was examined. In general, we confirmed the notion that the further the unmodelled
parameter is from zero, the larger the influence of this parameter is on φ̂ (Tanaka
& Maekawa, 1984). As with the first study, the empirical standard error decreased
when T became larger. However, the bias reacted differently for both methods:
for the MLE, the bias became slightly smaller for most conditions, where the bias
of Bsr became slightly larger for a larger T . The difference in performance for
all measurements between the MLE and the Bsr was small for both values of T .
It was shown that the bias, variability, rejection rate and power were all highly
dependent on the value of the non-modeled parameter in the data, θ. This can be
related to the fact that the autocorrelation of the error also has an influence on
the autocorrelation of the total score.
The robustness study was rather small and specific, looking into only one possible way to misspecify the ARMA(1,1) model. More options within misspecification
should be explored to find how robust the estimation methods are with regard to
under-, over- and misspecification. Important points are the influence of a misspecified error distribution or overspecification of the model.
In conclusion, we found that the best performing methods for autocorrelation
estimation are the Bayesian estimator with symmetrized reference prior and the
maximum likelihood estimator. The difference in performance between these two
is, for all practical purposes, negligible. The results for the measurements improving greatly between T = 10 and T = 25 and continue to do so, but in a less
spectacular fashion. For the misspecification study, we found the size of θ, the
non-modelled parameter, to be vital for the performance of the estimation methods. The differences between lengths of the series and estimation methods was of
lesser influence on the results.

Chapter 3

Comparison of Estimation
Procedures for Multilevel
AR(1) Models
Abstract
To estimate a time series model for multiple individuals, a multilevel model may be used.
In this chapter we compare two estimation methods for the autocorrelation in Multilevel
AR(1) models, namely Maximum Likelihood Estimation (MLE) and Bayesian Markov
Chain Monte Carlo. Furthermore, we examine the difference between modeling fixed and
random individual parameters. To this end, we perform a simulation study with a fully
crossed design, in which we vary the length of the time series (10 or 25), the number of
individuals per sample (10 or 25), the mean of the autocorrelation (-0.6 to 0.6 inclusive,
in steps of 0.3) and the standard deviation of the autocorrelation (0.25 or 0.40). We
found that the random estimators of the population autocorrelation show less bias and
higher power, compared to the fixed estimators. As expected, the random estimators
profit strongly from a higher number of individuals, while this effect is small for the fixed
estimators. The fixed estimators profit slightly more from a higher number of time points
than the random estimators. When possible, random estimation is preferred to fixed
estimation. The difference between MLE and Bayesian estimation is nearly negligible.
The Bayesian estimation shows a smaller bias, but MLE shows a smaller variability (i.e.,
standard deviation of the parameter estimates). Finally, better results are found for a
higher number of individuals and time points, and for a lower individual variability of
the autocorrelation. The effect of the size of the autocorrelation differs between outcome
measures.
This chapter is published as: Krone, T., Albers, C. J., & Timmerman, M. E.
(2016d). Comparison of estimation procedures for multilevel AR(1) models. Frontiers in
Psychology, 7 (486). doi:10.3389/fpsyg.2016.00486
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Introduction

The electronic revolution allows for new and exciting research possibilities. One
such possibility that has become increasingly easy to use is ecological momentary
assessment (c.f., Shiffman et al., 2008; Bos et al., 2015) through electronic devices such as the mobile phone. This advancement allows, with little hassle for
the individuals, multiple measurements per individual per day at the researcher’s
discretion (Bolger & Laurenceau, 2013). The data provided through ecological
momentary assessment, often denoted as intensive longitudinal data (Hamaker,
Ceulemans, Grasman, & Tuerlinckx, 2015), give ample opportunities for studying complex processes, involving the trends and dynamics of human behavior and
experience. The latter pertains to studying how aspects of behavior and/or experience evolve across time, and how aspects mutually influence each other. Using
these kinds of data, studies have been done pertaining to, for example, emotional
complexity and age (Brose, de Roover, Ceulemans, & Kuppens, 2015), dynamics
of depression (Kuppens, Allen, & Sheeber, 2010; Kashdan & Farmer, 2014; Erbas,
Ceulemans, Pe, Koval, & Kuppens, 2014), and the relation between affect and
stress (Scott, Sliwinski, Mogle, & Almeida, 2014).
Intensive longitudinal data of several individuals fall under the category of multilevel data. Multilevel data are collected according to a nested sampling design,
resulting in data with a hierarchical structure (e.g., Snijders & Bosker, 1999; Hox,
2010). A two-level example is univariate longitudinal data of multiple individuals, where the time points at level 1 are nested within the individuals at level
2. In psychological sciences, momentary assessment data pertain to longitudinal
series of limited length, collected among a limited number of individuals, creating
a multilevel data set. To analyze these data, one can use multilevel models. In
the analysis of longitudinal data, we can discern two different focuses: the trend
and the dynamics across time. To study the trend across time, a multilevel regression model for repeated measures can be used. Herewith, one could use either
dummy-variables (also known as indicator or design variables), to indicate effects
pertaining to each time point, or time itself as a predictor (e.g., Snijders & Bosker,
1999).
To study the dynamics across time, a model is needed for describing the relationships between scores at successive measurements. This is typically done using
an autoregressive model (Box & Jenkins, 1976). The simplest variant is an autoregressive model of the first order, the AR(1) model for short. For multilevel
data with multiple individuals, Suls, Green, and Hills (1998) used an autoregressive component in a multilevel model with random coefficients to assess change in
mood over time. In this model, the autoregressive parameter was composed of a
population parameter, a parameter dependent on the predictor neuroticism, and
a subject dependent noise parameter. The same approach was used by Kuppens,
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Allen, and Sheeber (2010), who included self-esteem as a predictor for the autocorrelation. Both authors interpreted the autoregressive parameter as reflecting
the degree of inertia, which is the tendency to retain the status-quo over time. An
often encountered problem in time series analysis is the violation of the assumption
of independent errors, due to autocorrelated noise. To account for this effect, a
multilevel model including autocorrelated noise was proposed by Goldstein, Healy,
and Rasbash (1994). Note that although Goldstein et al. (1994) denote this model
as an autoregressive model, it is actually a moving average model, according to
the common terminology (Box & Jenkins, 1976).
At the moment, it is unclear how efficient the estimation methods of different
multilevel model variants are for intensive longitudinal data. Several simulation
studies have been conducted to compare the different estimators for single case
AR(1) models (Krone et al., 2016a; Huitema & McKean, 1991; DeCarlo & Tryon,
1993; Arnau & Bono, 2001; Solanas et al., 2010). While the empirical standard
error is lowest for the classical estimation method denoted by r1 (Walker, 1931),
the bias is lowest for iterative estimators (Krone et al., 2016a). For all methods,
the empirical power is low for series with less than 50 time points. For a true
autocorrelation below |0.40|, the power is below 80% for all compared estimation
methods (Krone et al., 2016a). This is consistent with the advice of a lower bound
of 50 time points for any time series modelled with an AR(1) model, as given by
Box and Jenkins (1976).
In this chapter, we focus on the AR(1) model in a multilevel setting, for relatively short time series and numbers of individuals. We do so because these
characteristics are typical for intensive longitudinal data, and the properties of
multilevel AR(1) model estimators have been investigated scarcely. Furthermore,
the inclusion of multiple individuals may have a profound effect on the bias, variability and power of the estimators. In a recent paper, Jongerling, Laurenceau, and
Hamaker (2015) compared the Maximum Likelihood Estimation (MLE) and the
Bayesian multilevel AR(1) estimators. Their simulation design included manipulations of the intercept variance and of the covariance between the autocorrelation
and the error variance. However, their design lacked manipulations of the mean
and variance of the autocorrelation, central to the current chapter. Further, they
only used person centering in MLE models and only used a random effect for
the error variance in the Bayesian model, which means that their design was not
fully-crossed. Jongerling et al. (2015) concluded that the estimation may be improved by including a random effect for the error variance and by refraining from
person-centering. The differences in bias they found are small and inconsistent;
in certain conditions increasing sample size and time series length also seems to
increase rather than decrease the bias. As such, their model estimates may be
biased. While they raise an interesting point with regard to individual error variances and person-centering the data, we will first consider a more basic comparison
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between estimation methods using the same model.
For multilevel models, several of the estimation methods used in single subject
designs are unavailable. Two closed form estimators that can be used for multilevel
models are generalized least squares (GLS) and generalized estimation equations
(GEE) (Liang & Zeger, 1986). Although these methods have the benefit of being
faster than iterative methods, i.e., MLE and Bayesian Markov-Chain Monte Carlo
(Bayesian MCMC), the resulting estimates show bias and need a large amount of
data points to achieve an acceptable standard error. (Hox, 2010). Better fitting
estimators for the ML-AR(1) model are iterative estimators, specifically the MLE
and the Bayesian MCMC estimation (Hox, 2010). In an earlier study, we also found
this for single subject data, which leads us to use MLE and Bayesian MCMC in
this chapter (Krone et al., 2016a).
In this chapter we use a simulation study to quantify the differences between
two model variants for multilevel autocorrelated data, and between two estimation methods, being MLE and Bayesian MCMC estimation. In the next part of
this chapter, we discuss the multilevel model and the estimation methods. This is
followed by an explanation of the simulation study design, the results of the simulation study, and a discussion on the implications for designing empirical studies
involving intensive longitudinal data and properly modeling the resulting data.

3.2

The Multilevel Autoregressive Lag 1 Model

The ML-AR(1) model we use is a random coefficients model (e.g., Snijders &
Bosker, 1999; Hox, 2010). The model has two levels: the first level holds the time
points, as the second level holds the individuals. The level 1 model is based on
the AR(1) model for a single individual (Box & Jenkins, 1976):
yt,n =µn + φn (yt−1,n − µn ) + et,n ,

et,n ∼ N (0, σe ),

(3.1)

where yt,n is the score of individual n (n = 1, 2, ..., N ) at time t (t = 1, 2, ..., T ), µn
the intercept, φn the autocorrelation, and et,n is the error term. The error terms
follow a normal distribution with mean zero and standard deviation σe and are
independent of each other and of the observations yt,n .
In this chapter we compare two ways of modeling multilevel data: the random
model and the fixed model. The difference between these models is based on
the theory behind the sampling of individuals, and is expressed in the level 2
model. In the random model, as used in the random coefficients approach, the
individuals are assumed to be drawn randomly from a certain population. As
such, the parameters of the individuals are assumed to be drawn randomly from
the population distribution of the parameter concerned. It is common, but not
required, to assume a normal distribution for the individual parameters. We will
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use the normality assumption in this chapter.
The fixed model makes no assumption with regard to the sampling of the individuals. To reflect this, the parameters of the fixed model are estimated freely.
This implicitly defines the level 2 model, as the joint distribution of the individually estimated parameters for all individuals is hereby defined. Due to the free
parameter estimation, these model estimates would be the same as when the time
series of each individual were modeled separately. This implies that the standard
deviation of the error is σe,n , and hence may vary across individuals.
For the random model, a level 2 model must be defined which captures the
assumed population distributions of the parameters. The level 2 model we use is:
µn = γ0,0 + U0,n ,

(3.2)

φn = γ0,1 + U1,n ,

(3.3)

U0,n ∼ N (0, σU0,n ),

(3.4)

U1,n ∼ N (0, σU1,n ).

(3.5)

with:

where γ0,0 is the population intercept, U0,n is the individual specific deviation from
the population intercept for individual n, γ0,1 is the population autocorrelation and
U1,n is the individual specific deviation from the population autocorrelation. Note
that the standard deviation of the error, σe , is assumed to be equal across the
population of individuals (unlike the fixed model), and independent of both U0,n
and U1,n . The composite model, expressing both levels in one model, is:
yt,n = γ0,0 + γ0,1 (yt−1,n − γ0,0 − U0,n )
+ U0,n + U1,n (yt−1,n − γ0,0 − U0,n ) + et,n ,

3.2.1

et,n ∼ N (0, σe ).

(3.6)

Estimation methods

MLE
For MLE, the distinction can be made between full maximum likelihood (FML) and
restricted maximum likelihood (RML, also known as REML). The difference lies in
how the likelihood is estimated: FML includes both the regression coefficients and
the variance components in the likelihood, whereas RML only includes the variance
components. The regression coefficients for RML are estimated in a secondary
step (Hox, 2010). In general, the FML is easier to calculate. Furthermore, the
FML allows for an overall chi-square test for two models that differ in the fixed
part, which the RML generally does not. However, when estimating the variance,
the FML model is biased since it does not take into account the number of fixed
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parameters (Bryk & Raudenbush, 1992, p. 46), while the RML has asymptotically
unbiased variance estimates.
For the random model using MLE (henceforth denoted as MLE-R), we will
use RML (Harville, 1977) with the ‘Bound Optimization BY Quadratic Approximation’ algorithm (Powell, 2009). The method we use estimates the random
parameters under the assumptions of normality, in line with typical applications
in social sciences (Hox, 2010; Goldstein, 2011). The multilevel implementation of
the MLE we use is not specifically made for autocorrelation measures, and may
thus produce non-stationary autocorrelation values, i.e., |φ̂n | > 1. The number of
non-stationary results obtained will be touched upon in the results section.
For the fixed model using MLE (henceforth denoted as MLE-F), we will use the
‘Broyden-Fletcher-Goldfarb-Shanno’ algorithm (Byrd et al., 1995). The estimation method we use is especially programmed for autocorrelation estimation and,
as such, produces stationary autocorrelation estimates. For both MLE approaches,
the algorithm may fail to reach convergence. The number of non-convergent results
will be touched upon in the results section. Furthermore, both MLE approaches
are unable to handle missing data, other than by removing the whole case from
the analysis. To retain the data, an Expectation-Maximization algorithm (Dempster, Laird, & Rubin, 1977), also used in latent variable modeling, may be used.
However, in this chapter we will assume that the full data is available.
Bayesian MCMC
Estimation through Bayesian MCMC is very versatile with respect to the models
and distributions that can be estimated. The MCMC-method we use for both
the fixed and random (denoted as BAY-F and BAY-R, respectively) Bayesian estimators is Hamiltonian Monte Carlo (HMC), a generalization of the MetropolisHastings algorithm (Metropolis, Rosenbluth, Rosenbluth, Teller, & Teller, 1953;
Hastings, 1970) that allows for an efficient estimation of the parameters (Gelman,
Carlin, et al., 2013). An added advantage of the Bayesian approach is the possibility to deal with missing data optimally, i.e. without casewise deletion. For
AR(1) models it is possible to apply the autoregressive model on the estimated
score of the missing time point, instead of on the observed score itself. This allows
the estimation to continue past the missing data points, adjusting the estimation
as soon as the next time point is observed again.

3.2.2

Procedure

In this study, we aim to examine the comparative quality of MLE and Bayesian
MCMC estimation for the autocorrelation parameter in random and fixed MLAR(1) models. This results in four estimators which will be compared: MLE-F,
MLE-R, BAY-F and BAY-R. For the Bayesian MCMC estimations, we use the
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Figure 3.1: Flowchart of the study design of the simulation study.

program Rstan (Stan Development Team, 2014). For the estimation of the MLER, we use the package lme4 for R (Bates, Maechler, Bolker, & Walker, 2015). All
other analyses, including data generation, are done using the functions available
in the base installation of the program R (R Core Team, 2015).

3.3

Simulation study

3.3.1

Simulation design

To compare the four estimators for the autocorrelation, we set up a simulation design with data generation, data analyses, assessment of computational issues and
analyses of the results as shown in Figure 3.1, with 40 conditions in total. The
conditions stem from a fully crossed experimental design, including the following
factors, with number of factor levels between parentheses: the length of the time
series T (2), the number of individuals per dataset N (2), the standard deviation
σU1,n (2), and mean γ0,1 (5) of the autocorrelation distribution, as used in Equations 3.5 and 3.3. Both T and N are either 10 or 25, σU1,n is either 0.25 or 0.40,
γ0,1 is set from −0.60 up to 0.60 inclusive, taking steps of 0.30 for the values in
between.
The time series were generated according to Equation 3.6. The mean and
standard deviation of the error of each series in each replication is set to zero and
one, respectively. The values of φn were then drawn from a truncated and rescaled
normal distribution with range −1 to 1, to ensure the resulting time series were
stationary:
φn ∝ N (γ0,1 , σU1,n )τ (−1, 1).

(3.7)

Parameter priors
We performed a small simulation study to examine the sensitivity for the choice
of the hyperparameters of the priors of our Bayesian model. We considered 2, 000
replications of a single simulation condition, using 5, 000 iterations, taking γ0,0 =
0.00, σU1,n = 0.40, T = 10 and N = 10 (see Equation 3.6). This condition is one
where the prior is expected to have the most influence, due to the high variability
across individuals and the small amount of data. The prior we use for γ̂0,1 for
BAY-R and φ̂n for BAY-F is Berger’s symmetrized reference prior (Berger & Yang,
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Fixed model

Test
1
2
3
4
5
6
7
8
9

N
N
N
N
N
N
N

Random model

µn

σe

∼ (0, 2)
∼ (0, 5)
∼ (1, 2)
∼ (1, 5)
∼ (0, 2)
∼ (0, 2)
∼ (0, 2)

Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (1, 1)
Γ ∼ (1, 2)
Γ ∼ (2, 1)

N
N
N
N
N
N
N
N
N

µ

σµ

σe

∼ (0, 2)
∼ (0, 5)
∼ (1, 2)
∼ (0, 2)
∼ (0, 2)
∼ (0, 2)
∼ (0, 2)
∼ (0, 2)
∼ (0, 2)

Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (1, 1)
Γ ∼ (1, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)

Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (1, 1)
Γ ∼ (1, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)

σφ
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (2, 2)
Γ ∼ (1, 1)
Γ ∼ (1, 2)

Table 3.1: Different combinations of priors tested to see their influence on the
posterior results

1994), which has shown to better perform than the flat prior for single case AR(1)
models (Krone et al., 2016a). This prior does not need hyperparameters.
We tested several hyperparameters for the prior distributions of µn and σe for
the fixed model, and γ0,0 , σU0,n , σe and σU1,n of the random model, as shown in
Table 3.1. Our parameter of primary interest, γ̂0,1 , showed small differences across
the various tests. For the random model, the estimates ranged from 0.017 (test 5)
to 0.026 (test 9). For the fixed model, the estimates ranged from 0.033 (test 6) to
0.109 (test 4).
For the random estimator, the estimated γ0,0 showed small differences across
the various priors, resulting in estimates ranging from 0.000 (test 9) to 0.004 (test
3). For the fixed estimator, the estimated µ̄n ranged from 0.000 (test 7) to 0.192
(test 2). The effect of the different priors is most notable for the posterior of the
parameter for which the prior was changed. For the simulation study, we use the
priors of test 1 of Table 3.1, as these gave the best results.
Number of iterations
A preliminary study was performed to decide on the number of iterations needed
for the Bayesian MCMC. Because of the more complicated model of BAY-R compared to BAY-F, we only tested the number of iterations for BAY-R. Ten datasets
per condition were used to find the convergence rate as expressed through the
potential scale reduction factor R̂, as can be seen in Table 3.2. The potential scale
reduction factor shows the ratio of how much the estimation may change when
the number of iterations is doubled, with a value of 1 indicating that no change
is expected (Gelman & Rubin, 1992; Stan Development Team, 2014). We deemed
the improvements brought by a higher number of iterations negligible, thus we
continued using 3,000 total iterations, of which 1,500 were burn-in.
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Iterations
Total
3,000
4,000
10,000
10,000

burn-in
1,500
2,000
5,000
8,000
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mean

Percentage of R̂ above:

R̂

1.05

1.1

1.5

1.7

1.01
1.01
1.00
1.01

2.53
1.97
1.54
2.13

0.89
0.68
0.75
0.70

0.02
0.02
0.01
0.01

0.00
0.00
0.00
0.00

Final analyses: 3,000 iterations with 1,500 burn-in
BAY-R
BAY-F

1.00
1.00

0.94
0.02

0.35
0.00

0.01
0.00

0.00
0.00

Table 3.2: Values of R̂ for different amounts of iterations for tests with 10 replications per condition using the BAY-R method and for the final analyses.
Number of replications
A preliminary study using N = 10, T = 10, σU1,n = 0.40, and γ0,1 = −0.30,
with the priors and number of iterations as specified, showed that the outcome
measures (to be introduced in the next section) started stabilizing after around
1,500 replications for all used methods, being stable for all at 2,000 replications.
For example, the standard deviations of the estimated mean γ0,1 or φn , depending
on estimation method, over replications was lower than 0.01 at 2,000 replications
for all used estimators. Therefore, the number of replications per condition is set to
R = 2, 000. Given that we have 40 conditions, this amounts to 40×2, 000 = 80, 000
datasets generated.
Summary
Using this simulation design, we can define our study using the classification for
intensive longitudinal data designs as discussed by Hamaker et al. (2015). We
analyze multi-subject data (where the single-subject case can be seen as a special
case). Since we use the classic AR(1) model, we model a univariate, stationary,
linear process in discrete time. Our variable has a continuous distribution and
is based in the time-domain. Finally, we model the process and are primarily
interested in the parameters characterizing the process, rather than the descriptive
statistics.
In our simulation study, we consider two measures of computational problems
(i.e., non-convergence and non-stationary estimates), and six different outcome
measures for the autocorrelation: the bias of γ̂0,1 , the bias of σ̂U1,n , the empirical
standard deviation of γ̂0,1 , the bias of the standard error of γ̂0,1 , the empirical
rejection rate (EPr) of γ̂0,1 and the point and interval estimates of γ̂0,1 . For
each outcome measure, we offer a short explanation of the measurement and the
obtained results.
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Results

We start with discussing the rates of non-convergence (MLE-F) and non-stationarity
(MLE-R), followed by the outcome measures for the autocorrelation. We will only
discuss the conditions where an effect was found; thus if the random estimator is
named but not the fixed estimator, the condition discussed does not influence the
result of the fixed estimator and vice versa. The graphs presented in this section
show the outcome measures as a function of N , T , σU1,n and γ0,1 . The model
parameters will be discussed in the notation used in Equation 3.6, the statistics
obtained with the random and fixed estimators in their respective notations as in
Equations 3.6 and 3.1.
Computational problems: Non-convergence and non-stationary estimates
The MLE-F is occasionally unable to reach convergence in the estimation of the
model, which is connected to the inability to estimate values outside the range
of −1 to 1. Of the 40 conditions, 28 converged for all analyses performed. In
total, 0.002% of the estimates did not reach convergence. The highest percentage
of non-convergence for individual time series is 0.01% for the condition with N =
10, T = 25, σU1,n = 0.25, and γ0,1 = 0.6. Apart from the condition with the
highest number of non-convergence, higher numbers of non-convergence are found
for conditions with larger values of |φ| and conditions with the highest value of
σU1,n .
Out of the 40 conditions, only three had purely stationary estimates. In total 0.33% of the estimates were non-stationary. The highest percentage of nonstationary values for the MLE-R was 1.23%, for the condition with N = 10, T =
10, σU1,n = 0.40, and γ0,1 = −0.60. As expected, higher numbers of non-stationary
estimates were found for higher values of |γ0,1 | and for the highest value of σU1,n .
Thus, although we found non-convergence and non-stationarity in some cases,
their low occurrence indicate that the problems caused by these issues are minor.
Bias of γ̂0,1
The bias of the γ̂0,1 indicates whether a systematic under- or overestimation of
γ0,1 is found. The bias is computed as:
R

bias =

1 X
γ̂0,1r
R r=1

!
− γ0,1 ,

(3.8)

where r (r = 1, 2, ..., R) refers to the replication number. The random estimators
PN
estimate γ̂0,1 directly. For the fixed estimators, γ̂0,1 is estimated as N1 n=1 φ̂n .
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Figure 3.2: The bias of γ̂0,1 for N = 10 for the different estimators, different time
series length T and different values of σγ0,1 as a function of γ0,1 .

The bias decreases marginally for N = 25 compared to N = 10, with the largest
difference being −0.05 for MLE-R, in the conditions with T = 25, σU1,n = 0.25
and γ0,1 = 0.6. This prompted us to only show the results for N = 10, see Figure
3.2. The bias decreases for T = 25 compared to T = 10 for the fixed methods.
For σU1,n = 0.25 compared to σU1,n = 0.40, the bias decreases for all methods. A
trend is present, where the value of the bias of γ̂0,1 decreases as γ0,1 increases. The
bias is, in general, positive for negative values of γ0,1 , and negative for positive
values of γ0,1 .
As can be seen in Figure 3.2, the random estimators, BAY-R and MLE-R,
show a smaller bias than the fixed estimators, MLE-F and BAY-F. This difference
is larger when T = 10 compared to T = 25. The difference between MLE-R and
BAY-R is very small and inconsistent over conditions. For γ0,1 above 0.00, the
bias of MLE-F is larger than the bias of BAY-F; for γ0,1 below 0.00, this is the
other way around.
Bias of σ̂U1,n
The bias of σ̂U1,n indicates whether σ̂U1,n is systematically under- or overestimated,
and is calculated as:
!
R
1 X
bias =
σ̂U
− σU1,n .
(3.9)
R r=1 1,n
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Figure 3.3: The bias of σ̂U1,n for σφn = 0.25 for the different estimators and
different group sizes N for timeseries of different length T as a function of γ0,1 .

The random estimators estimate σ̂U1,n . For the fixed estimators, σ̂U1,n is calculated
per replication r as SD(φ̂n ).
The bias of σ̂U1,n is smaller for σU1,n = 0.40 than for σU1,n = 0.25 for all
estimators. As the pattern over the other conditions stays the same, we only show
the results for σU1,n = 0.25, as depicted in Figure 3.3. For the random estimators,
the bias for N = 25 is smaller than the bias for N = 10. The bias is smaller for
T = 25 than for T = 10, with a more pronounced effect for the fixed estimators.
The effect of γ0,1 is small and inconsistent between conditions and estimators.
BAY-R shows the lowest bias, followed by MLE-R, except for the combination
of σU1,n = 0.40, N = 10 and T = 25, where MLE-F shows a smaller bias than both
MLE-R and BAY-R. For all conditions, the bias of σ̂U1,n is largest for BAY-F.
Empirical SD(γ̂0,1 )
The empirical, or observed, standard deviation (SD(γ̂0,1 )) indicates the variability
of γ̂0,1 . The empirical SD is computed as the standard deviation of γ̂0,1 over
the R replications for the random estimators, and as the standard deviation of
PN
1
n=1 φ̂n over replications for the fixed estimators.
N
The empirical SD(γ̂0,1 ) is larger for σU1,n = 0.40 than for σU1,n = 0.25, on
average by a factor of 1.2. The effect of all other parameters is equal for both
values of σU1,n , prompting us to only display the SD(γ̂0,1 ) for σU1,n = 0.40, as can
be seen in Figure 3.4. The SD(γ̂0,1 ) is smaller for N = 25 compared to N = 10,
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Figure 3.4: The empirical SD(γ̂0,1 ) for σφn = 040 for the different estimators and
different group sizes N for timeseries of different length T as a function of γ0,1 .

and for T = 25 compared to T = 10. Extreme values of γ0,1 give a lower SD(γ̂0,1 ),
but only marginally.
The random estimators show a larger SD(γ̂0,1 ) than the fixed estimators. The
smallest empirical SD is shown by the MLE-F, followed by the BAY-F. The difference between the MLE-R and BAY-R is small and practically negligible.
Bias of SE(γ̂0,1 )
The bias of the standard error indicates how well the methods estimate the standard deviation of γ̂0,1 . The bias of SE(γ̂0,1 ) is calculated as:
bias of SE (γ̂0,1 )=

!
R
1 X
SE(γ̂0,1r ) − SD(γ̂0,1 ),
R r=1

(3.10)

where SE(γ̂0,1r ) is the standard error of γ̂0,1 in replication r. For the random
estimators, the SE(γ̂0,1r ) is the standard error as calculated by the estimator. For
PN
the fixed estimators, the SE is taken as N1 n=1 SE(φ̂n ).
The bias of SE(γ̂0,1 ) is smaller when σU1,n = 0.40 than when σU1,n = 0.25.
However, the effect of all other parameters on the bias of SE(γ̂0,1 ) is equal for
both values of σU1,n , prompting us to display the results for σU1,n = 0.25 only, as
can be seen in Figure 3.5. For the random estimators, N = 25 gives a smaller bias
than N = 10, for the fixed estimators this is the other way around. The effect of
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Figure 3.5: The bias of SE(γ̂0,1 ) for σφn = 0.25 for the different estimators and
different group sizes N for timeseries of different length T as a function of γ0,1 .

T is only present for the fixed estimators, which show a smaller bias of SE(γ̂0,1 )
for T = 25 than for T = 10. For the fixed estimators, this effect is stronger than
the effect of N . The different values of γ0,1 only influence the estimations of the
fixed estimators, which show a slightly smaller bias for higher values of |γ0,1 |.
The MLE-R shows the smallest bias of SE(γ̂0,1 ) for all conditions, and is the
only estimator which shows a constant negative bias. For higher values of N , the
difference between MLE-R and BAY-R disappears. For all conditions, the bias of
SE(γ̂0,1 ) is larger for the fixed estimators than for the random estimators.

Empirical rejection rate and power
For each estimator and condition, we compute the empirical probability (EPr)
for rejecting H0 : γ0,1 = 0 in favor of Hα : γ0,1 6= 0.00, with α = 0.05. Using
frequentist terminology, the EPr equals the actual α in the condition with γ0,1 =
0.00; and the power in all other conditions.
For frequentist methods, testing H0 : γ0,1 = 0 versus a two-sided alternative
at significance level α, is equivalent to checking whether the (1 − α) confidence
interval (CI) includes zero or not. The CI per replication per condition and per
estimator is calculated as follows:
γ̂0,1 ± t∗(1−α);df =N −2 SE(γ̂0,1 ),

(3.11)
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Figure 3.6: The EPR for σU1,n = 0.25 for the different estimators, different group
sizes N , and for different timeseries length T as a function of γ0,1 .

Figure 3.7: The EPR for σU1,n = 0.40 for the different estimators, different group
sizes N , and for different timeseries length T as a function of γ0,1 .
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where SE(γ̂0,1 ) is obtained as explained in Section 3.3.2. The proportion of replications per condition for which the corresponding confidence interval does not
contain zero is the EPr.
For the Bayesian estimators, the EPr is the proportion of replications per
condition for which the credible interval (CrI) as obtained through MCMC does
not hold zero. For the BAY-R, we consider the CrI of φ̂, for BAY-F we use the
average scores of the CrI’s of φ̂n within each replication.
The power is higher for N = 25 than for N = 10 and for T = 25 compared to
T = 10, as can be seen in Figures 3.6 and 3.7. The actual α shows no such effect.
The EPr shows lower values for σU1,n = 0.40 compared to σU1,n = 0.25, except for
the actual α of MLE-R. When |γ0,1 | is higher, the EPr becomes higher. For the
fixed estimators, this effect is strongly dependent on T : for T = 10, the EPr only
increases for γ0,1 < −0.30.
The highest power is found using BAY-R when σU1,n = 0.25, and using MLE-R
when σU1,n = 0.40. For the fixed estimators, the BAY-F shows a higher power
than the MLE-F. The BAY-R has an actual α consistently at or around 0.05, while
the MLE-R has an actual α that is too high for σU1,n = 0.40, namely at 0.10. The
fixed estimators have an actual α at or even below 0.01, rather than the desired
0.05.
Point and interval estimates of γ0,1
To illustrate the joint effects of bias and variability we consider BAY-R and MLER, using the point and interval estimates of γ0,1 . As point estimate we use the
mean of γ̂0,1 per condition. For the interval estimation we present the 2.5 and
97.5 percentiles of the γ̂0,1 across all R replications per condition as the lower and
upper bounds.
The point estimates and interval estimates can be seen in Figure 3.8 for σU1,n =
0.40. The interval is larger for N = 10 and for T = 10 than for N = 25 and
T = 25. The effect of N is slightly larger. σU1,n = 0.25 effectuates a smaller
estimation interval than σU1,n = 0.40, the latter being 1.2 to 1.3 times the former.
The influence of γ0,1 on the estimation interval is negligible, as are the differences
between BAY-R and MLE-R.

3.3.3

Combined conclusions of the different measures

We found that the use of random estimators as opposed to fixed estimators improves all measurements considerably, except for the empirical SD, which is larger
for the random estimators. The BAY-R shows a slight advantage over the MLE-R
with respect to the bias of σ̂U1,n and the bias of SEγ̂0,1 . As expected, higher
values of N and T improve the estimation. Further, as expected, a lower value of
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Figure 3.8: The point and interval estimates for σφn = 0.40 for the different
estimators and different group sizes N (N = 10 top pane, N = 25 bottom pane)
for time series length T = 10 and T = 25 as a function of γ0,1 .
σU1,n lowers the bias of γ̂0,1 , lowers the SD(γ̂0,1 ) and increases the power, but also
increases the bias of σ̂U1,n and the bias of SE(γ̂0,1 ).

3.4

Discussion and conclusions

In this chapter we studied the performance of four models for multilevel timeseries data. We compared two estimation methods, namely maximum likelihood
estimation and Bayesian MCMC, as previous work indicates that these methods
perform best for single case designs (Krone et al., 2016a). We combined this with
two model variants, a random model and a fixed model, to obtain four estimators:
MLE-F, MLE-R, BAY-F and BAY-R. We compared their estimates in different
conditions, where we varied the time series lengths, number of subjects and the
mean and standard deviation of the autocorrelation distribution. As outcome
measures, we considered the bias, the bias of the standard deviation, the empirical
standard deviation, the bias of the standard error, the empirical rejection rate,
and the point and interval estimates of the autocorrelation.
We found substantial differences between the fixed and the random estimators.
When compared to the fixed estimators, the random estimators show better results
for the bias, the bias of the standard deviation, the bias of the standard error
and the power. Furthermore, the actual α as obtained with the fixed estimators,
appears to be between 0.00 and 0.01, in stead of 0.05. The fixed estimators show
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a better empirical standard deviation than the random estimators. In general, the
random estimators are clearly preferred over the fixed estimators.
Smaller differences were found between the estimation methods. In general, the
Bayesian MCMC shows a smaller bias than the MLE. The bias of the standard
deviation is smaller for BAY-R than for MLE-R, but smaller for MLE-F than for
BAY-F. The empirical standard deviation is smaller for the MLE-F than for the
BAY-F, but the difference between BAY-R and MLE-R is negligible. The bias
of the standard error is smaller for the MLE. The power is higher for the MLE
estimators, but the actual α is better for the Bayesian MCMC. In general, the
bias of the estimated autocorrelation is smaller for the Bayesian MCMC, but the
variability is smaller for the MLE estimators.
The effect of the different conditions depends on the model variant. A higher
sample size N improves all outcome measurements for the random estimators.
For the fixed estimators, a higher N marginally improved the bias, the empirical
standard deviation and the power of the autocorrelation. However, although the
increase in N decreased the empirical standard deviation, it did not influence the
estimation of the standard error, thus increasing the bias of the standard error for
N = 25.
The time series length T influences the estimations for both model variants. A
higher value of T showed small but positive effects on the outcome measures for
the random estimators. However, the improvement was smaller than for an equal
increase in N . For the fixed estimators, the results were more profound, showing
stronger improvements in all outcome measures than obtained for an equal increase
in N .
The standard deviation of φn influenced the results for all estimators and conditions. A higher σU1,n gave less favorable results for the autocorrelation with
regard to bias, empirical standard deviation and power, but more favorable results
for the bias of the standard deviation and the bias of the standard error. The
effect of the mean of φn , γ0,1 , differs per estimator and per condition, not showing
a clear pattern between estimators and conditions. Earlier studies showed a negative relation between the bias and γ0,1 : a negative γ0,1 gave a positive bias, and
the other way around (e.g., Huitema & McKean, 1991; DeCarlo & Tryon, 1993;
Solanas et al., 2010). This result was replicated.
An important question in time series analysis is how many individuals and time
points are needed to obtain acceptable estimates for a given model. In choosing
between a random or a fixed approach to modeling, the random modeling is clearly
favored when the assumptions associated with the model do hold. In this case,
more individuals can be used to make up for a smaller number of time points, and
the other way around. When σU1,n is up to 0.25, the random model may produce
results with an acceptable size of bias when T or N is at least 25, and the other
one of the two is at least 10. When σU1,n is up to 0.40, both are required to be
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higher than 25. The number of individuals only has a small effect on the results
for the fixed model. Here, the number of time points is the strongest criteria. In
this study, we still found a sizable bias for 25 time points, which is stronger for
σU1,n = 0.40. This is confirmed in single subject studies, where a T of 50 is advised
(Box & Jenkins, 1976; Krone et al., 2016a).
The aim of this chapter was to compare the four estimators MLE-F, MLE-R,
BAY-F and BAY-R using a multilevel AR(1) model. For the single subject AR(1)
model, several issues and important factors are discussed in the literature. These
may be just as relevant for a multisubject model, such as our multilevel model.
The AR(1) model, though very often used, is not sophisticated enough for various
empirical applications. This is because the error term (et,n in Equation (3.6)) is
also affected by the auto-correlation. Schuurman, Houtveen, and Hamaker (2015)
demonstrates that including so-called white noise (i.e., error not carried over to
the next time point) in the model, leads to improved empirical model fit. Lacking
this term leads to underestimation of the absolute autocorrelation. Studying how
various estimators perform under such an extension to the (multilevel) AR(1)
model is an interesting step in future research.
The literature on the single subject AR(1) model discusses several other factors
that influence the estimation of the autocorrelation. In our models we kept the
error variance equal for all datasets, but this does influence the estimation of the
AR(1) model (Schuurman et al., 2015), as does the error distribution (Solanas et
al., 2010). This may also influence the performance of the different estimators as
used in this chapter. Another issue is misspecification, where the model used may
not be equal to the one underlying the data. Earlier studies showed that this influences the estimation of the autocorrelation (Tanaka & Maekawa, 1984; Kunitomo
& Yamamoto, 1985; Krone et al., 2016a). For the multilevel model, the inclusion
of a random error covariance may improve estimation, while person-centering may
have a negative effect on the estimation of the parameters (Jongerling et al., 2015).
The effect of these factors on the different estimators in a multilevel model is also
an interesting topic for further studies.
We chose a well-known multilevel framework for our estimators, which is often
used in longitudinal analyses. An alternative framework to model an AR-model
is a State Space Model (SSM) (Durbin & Koopman, 2012). The versatility of
the SSM means that it can be used for a vast range of models and any distribution for which a link-function with the normal distribution exists. Furthermore,
the implementation of measurement error parameters is straightforward in a SSM.
SSM can be modeled to allow for a multilevel AR(1) structure for different kinds
of distributions; implementations have been made for normally distributed data
(Lodewyckx, Tuerlinckx, Kuppens, Allen, & Sheeber, 2011) and data following a
Poisson distribution (Terui, Ban, & Maki, 2010). However, the theoretical framework to estimate a SSM with any distribution in the exponential family is available
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(Durbin & Koopman, 2012; Petris, Petrone, & Campagnoli, 2009). A Bayesian
interpretation of the state space model is found in the Bayesian dynamic model
(West & Harrison, 1997).
We compared several estimators, but many other possibilities remain. Future
studies may look into the effect of data properties, such as the error variance or
misspecification, and different ways of modeling the data, using for example a SSM
framework. Finally, we did not assess how the estimators handle missing data, and
what the effect of missing data is on the outcome measures. As missing data occurs
often in the social sciences, this is an interesting and important topic for further
studies.

Chapter 4

Bayesian Dynamic Modeling
to assess differential
treatment effects on panic
attack frequencies
Abstract
To represent the complex structure of intensive longitudinal data of multiple individuals,
we propose a hierarchical Bayesian Dynamic Model (BDM). This BDM is a generalized
linear hierarchical model where the individual parameters do not necessarily follow a
normal distribution. The model parameters can be estimated on the basis of relatively
small sample sizes and in the presence of missing time points. We present the BDM and
discuss the model identification, convergence and selection. The use of the BDM model
is illustrated using data from a randomized clinical trial to study the differential effects of
three treatments for panic disorder. The data involves the number of panic attacks experienced weekly (73 individuals, 10 to 52 time points) during treatment. Presuming that
the counts are Poisson distributed, the BDM considered involves a linear trend model
with an exponential link function. The final model included a moving average parameter,
and an external variable (duration of symptoms pre-treatment). Our results show that
cognitive behavioral therapy is less effective on the reduction of panic attacks than serotonin selective re-uptake inhibitors or a combination of both. Post-hoc analyses revealed
that males show a slightly higher number of panic attacks at the onset of treatment than
females.
This accepted for publiction as: Krone, T., Albers, C. J., & Timmerman, M. E.
(2016c). Bayesian dynamic modeling to assess differential treatment effects on panic
attack frequencies. Statistical Modelling (in press). doi:10.1177/1471082X16650777
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Intensive longitudinal data to study psychological processes

In recent years the interest in studying the course of psychological processes has
increased. One may think of, for example, the effects of psychological interventions
across time and the role of external variables on these effects (Elkins & Moore,
2011; Kellett, 2007; Wild et al., 2006). To study these processes, intensive longitudinal data is obtained: data of one or more individuals are gathered repeatedly
over time, in such a frequency and over such a time span that it characterizes the
trends and dynamics of interest (Hamaker et al., 2015). The measurements can
pertain to questionnaires that are administered on a weekly or daily basis, or even
multiple times a day. The latter is typically referred to as ecological momentary
assessment (EMA) (Larson & Csikszentmihalyi, 1983; Shiffman et al., 2008).
Intensive longitudinal data typically have specific characteristics, which may
yield selecting a proper statistical model a challenging task. First, the amount
of data available is often rather limited, in terms of the number of observed time
points per individual and the number of observed individuals.
Second, missing data may easily occur. Commonly, the amount of incomplete
data substantially increases with larger numbers of scheduled time points. The
data can be incomplete because of completely missing individuals, or because of
incidental missing values, where observations on one or a few time points within a
series are lacking, or because of drop-out, where a series lacks observations after a
specific time point. The latter may coincide with the drop-out of an intervention
(e.g., therapy), but this is not necessarily the case. It is typically wise to use
all available data in modeling the intensive longitudinal data, to reduce bias and
uncertainty in the model estimates.
Third, intensive longitudinal data is usually collected among multiple individuals. Then the interest is to capture the intra-individual processes as well the
interindividual differences in these processes, and possibly to relate these to the
external variables. This requires a model that covers the hierarchical structure in
the data, where time points are nested within individuals. A popular approach
is the multilevel regression model for repeated measures (Bryk & Raudenbush,
1992; Goldstein, 2011; Snijders & Bosker, 1999). However, this model may be
overly restrictive in empirical practice, because of its normality assumption of the
individual parameters.
Fourth and final, measurements of psychological processes are typically made
on discrete scales. Examples include binary scales, such as indicating the absence
or presence of a certain behavior, ordinal polytomous scales, such as the wellknown Likert-scale, and counts, such as the number of times a certain behavior
occurred. The model fit can improve considerably by using a proper distribution
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for the scales at hand, rather than the often applied normal distribution. The
latter can be an approximation to the discrete scales at best.
These characteristics result in a couple of requirements for a proper intensive
longitudinal data analysis method. The method must be able to build a model
upon a relatively small amount of data, even though more data will improve the estimation and allow for more complex models to be estimated reliably. The method
must be able to deal with missing data. The method should allow for achieving
insight into the intra-individual processes and their inter-individual differences.
Herewith it is important that the distribution of the individual parameters is not
necessarily restricted to normality. Finally, the method must allow for the typically occurring discrete scales (i.e., binary, ordinal polytomous and counts). These
requirements lead us to the Bayesian Dynamic Model (BDM) (West & Harrison,
1997), which can handle the combination of requirements mentioned. The remainder of the chapter is organized as follows. In the next section, we will introduce
the general BDM-framework. To illustrate the usefulness of the BDM for modeling
psychological processes, we present an empirical application to intensive longitudinal count-data from multiple individuals, who participated in a randomized clinical
trial. We introduce three variants of the BDM and the three fitted BDMs will be
interpreted, and the results will be compared to the previous modeling endeavor
which used a frequentist multilevel model. We will conclude with a discussion
pertaining to the general use of the BDM for intensive longitudinal data.

4.2

Bayesian Dynamic Model

The BDM, including its generalization the Bayesian Dynamic Generalized Linear Model (West & Harrison, 1997), is a Bayesian interpretation of the state space
model. The BDM includes a latent score that is connected to the observed score using the so-called latent state vector. The BDM comprises three equations, namely
the link function, the observation equation and the system equation. We will
successively present these three equations, in view of jointly modeling intensive
longitudinal data of multiple individuals.

Link function We model the distribution p of observed score yt,n of individual
∗
n (n = 1, ..., N ) at time t (t = 1, 2, ..., Tn ) using a latent score yt,n
. The link
function we use is equal to the one used in generalized linear models for observed
data (Nelder & Wedderburn, 1972; McCullagh & Nelder, 1989) and allows for
modeling any distribution from the exponential family:
Link function :

∗
p(yt,n ) = g −1 (yt,n
).

58

Chapter 4

Observation and system equations The observation equation connects the
∗
latent score yt,n
of individual n at time t to the latent state vector θt,n :
Observation equation :

∗
yt,n
= ft,n θt,n + εt,n ,

(4.1)

where ft,n (1 × r) is the design vector at time t for individual n, θt,n (r × 1) is
the latent state vector at time t for individual n and εt,n is the white noise. The
system equation models the evolution of the latent state vector over time:
System equation :

θt,n = Gt,n θt−1,n + ηt,n ,

where Gt,n (r × r) is the innovation matrix and ηt,n (r × 1) is the innovation noise
vector, at time t for individual n.
Each instance of the vectors ft,n and matrices Gt,n must be defined by the
researcher. When there is no reason to assume that ft,n and Gt,n differ over time
and/or over individuals, it is advised to take ft,n and Gt,n invariant over time
and/or over individuals, to simplify the model and its interpretation. In what
follows, we presume that both the design vector and the innovation matrix are
invariant over time and individuals. This results in the use of a single vector f
and a single matrix G per model.
Noise parameters Typically, it is assumed that the noise, as expressed through
εt,n and ηt,n , follows a normal distribution with mean zero and standard deviation
σεt,n and covariance matrix Σηt,n , respectively. Varying (co)variances of the noise
over time and/or individuals may be necessary to achieve a proper fitting model
(Jongerling et al., 2015). However, it also complicates the model and may give
rise to estimation difficulties due to identification issues and/or lack of data. To
avoid these difficulties, the distribution is often taken to be invariant over time and
individuals, giving σε and Ση instead of σεt,n and Σηt,n , respectively. As an alternative, advanced techniques such as variance discounting (West & Harrison, 1997,
p. 194-195), may be employed. Though typically assumed, the noise distribution
is not restricted to normality. Note that when the link function already includes
∗
the variance of yt,n
(as is the case for Poisson data where the variance equals the
mean, which is given by the link function), εt,n can be omitted from Equation 4.1.
Priors As any Bayesian model, the BDM requires priors chosen by the researcher. The choice of priors generally depends on the expected posterior distribution. If there is little information on what is to be expected, a weak informative prior may be used. An example is a symmetrized reference prior for autocorrelations (Berger & Yang, 1994), which can essentially be used for all instances
when it is only known that the parameter to be estimated is an autocorrelation.
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When more information is present, an informative prior can be used. For example,
when a parameter appeared to be between −0.2 and 0.2 in earlier, well-conducted
and trusted studies, a normal prior with mean zero and standard deviation 0.1
may be used. Finally, a non-informative prior may be used, generally an uniform
distribution encompassing all possible values for the indicated parameter. However, for parameters with theoretically an infinite range of possibilities, these slow
down calculations. Further, a weak informative prior is often available or can be
derived from what is known about the expected range of the posterior estimation
of the parameters.
Missing data As stated, the BDM can handle both incidental missing data and
drop-outs. Incidental missing data can be handled by not linking the observed
score to the latent state when the observed score is missing. In this case, the
observation equation and the system equation are estimated, but the link between
the observed score and the latent score is not made. For drop-outs, the analysis
will stop at Tn , the final observed time point for individual n.
External variables The BDM allows for inclusion of external variables in two
ways. First, the external variable can be included as an active covariate. This can
be done as a direct effect, for example by considering an external variable as an
element of Ft,n in Equation 4.1, and as a moderator effect, for example letting an
element of θt,n be dependent on the level of a covariate. Second, inactive covariates can be implemented post-hoc, by examining the relation between any model
parameter and an external variable after the model estimation. This can be done,
for instance, by using partial correlations or linear regression, thereby accounting
for confounding variables. In our empirical example, we will demonstrate both
approaches.
Model estimation The BDM is estimated using Bayesian Markov Chain Monte
Carlo (MCMC) estimation. For the MCMC estimation, we use Hamiltonian Monte
Carlo (HMC), a generalization of the Metropolis-Hastings algorithm that allows
for an efficient estimation of the parameters (Gelman, Carlin, et al., 2013). This is
incorporated in the software RStan (R Core Team, 2015; Stan Development Team,
2015), which we used in our modeling.
Model convergence The BDM can be a fairly complex model, especially when
parameters are allowed to differ over time and individuals. This may lead to
estimation problems due to identification issues, where more than one solution fits
the data equally well, or due to too little data in comparison to the complexity of
the model. Both of these will result in non-convergence, which implies that the
estimation procedure has failed to find the single, optimal solution.

60

Chapter 4
1.0
0.5

chain
1

0.0

2
3
4

−0.5
−1.0
10000

12500

15000
Iterations

17500

20000

Figure 4.1: Traceplot of a converged parameter with a R̂ of 1.00 and posterior
mean 0.10

The convergence can be checked through visual inspection of the trace plots or
through assessment of the potential scale reduction factor, R̂. A trace plot shows
the Bayesian MCMC estimates for each parameter at each iteration. If a parameter
reaches convergence, the estimates over iterations are highly similar across chains.
As a result, the trace plot looks like a fat caterpillar with all chains completely
overlapping, except at the fringe of the caterpillar (as shown in Figure 4.1). The
R̂ expresses the ratio of how much the estimation may change when the number
of iterations is doubled; the (ideal) value of 1 indicates that no change is expected
(Gelman & Rubin, 1992; Stan Development Team, 2016).

Model selection To select a BDM from a series of competing variants, one may
use two strategies. First, the model variants can be compared using the estimated
parameters to see which parameters show the most preferable properties. For
example, the noise variance is preferred to be small, indicating a proper model fit.
Further, model parameters which are close to zero may be superfluous, thereby
unnecessary complicating the model.
Second, competing models can be compared considering their fit (i.e., loglikelihood) and number of parameters. To this end, several information criteria can
be used, such as the Deviance Information Criterion (Spiegelhalter, Best, Carlin, &
Van Der Linde, 2002), the Bayesian Information Criterion (Schwarz, 1978) and the
Watanabe-Aikake Information Criterion (WAIC) (Watanabe, 2010). Compared to
other information criteria, the WAIC most closely follows the Bayesian methods,
as it takes into account the whole posterior distribution, as opposed to just the
point estimates (Gelman, Hwang, & Vehtari, 2013). As is usual with information
criteria, a lower WAIC indicates a better predictive model accuracy.
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Empirical application: differential treatment
effects on panic attack frequencies

In this chapter, we re-analyze data described in Van Apeldoorn, Van Hout, Timmerman, Mersch, and Den Boer (2013). In a randomized clinical trial involving
panic disorder patients, the differential rate of improvement across three types of
therapy was examined. The three treatments involved were Cognitive Behavioural
Therapy (CBT), Serotonin Selective Re-uptake Inhibitors (SSRI) and a combination of both (BOTH). As a measure that reflects symptom severity and that is
feasible to be measured intensively, the frequency of panic attacks is used. Each
patient recorded the number of panic attacks experienced during the previous
week. They did so on a weekly basis for the period of one year in which treatment
was delivered, including medication taper. Here, we only consider the patients
who completed the therapy according to protocol and who provided scores on at
least 10 consecutive time points. This results in 73 out of 178 patients, of which
n = 28 with CBT, n = 22 with SSRI and n = 23 with BOTH.

4.3.1

Model specification

The core research questions of the study were how the frequencies of panic attacks
develop during and after intervention and to what extent this differs across the
three treatments, and possibly relates to individual characteristics. The initial
state is captured via an individual intercept, and the course across time via an
individual slope. Following Van Apeldoorn et al. (2013), we included treatment
(CBT, SSRI, BOTH) and level of agoraphobia (no/mild versus moderate/severe)
as individual predictors. Earlier research has shown that a panic disorder, when
remaining untreated, may become more severe and change in nature (Altamura,
Santini, Salvadori, & Mundo, 2005; Federici & Tommasini, 1992). As a result, the
intensity of symptoms may increase over time when no treatment is received. To
test this, we include the duration of symptoms pre-treatment as a predictor for
the panic attack frequency at the start of the treatment.
In empirical data, the noise terms are often not independent for subsequent
time points (Goldstein et al., 1994). To assess the presence of autocorrelated noise
in our model, we include an moving average mechanism in the noise of the system
equation (Box & Jenkins, 1976).
To assess the importance of each of these elements, we will compare three
models. Model 1 will include only the predictors for the slope, being treatment and
presence of agoraphobia. In Model 2, we will add the moving average mechanism
to the system equation. In Model 3, we will add the duration of symptoms pretreatment as a predictor for the intercept.
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Model design

We elicit three different models for the data set.
Link function and observation equation To map our observed count data
∗
yt,n to the continuous latent score yt,n
, we consider a Poisson distribution and use
an exponential link function:
∗
yt,n ∼ Poisson(g −1 (yt,n
)),

∗
∗
g(yt,n
) = exp(yt,n
).

Earlier studies found an exponential decay in symptoms over time (e.g., Bandelow
et al., 2004; Ross, Klein, & Uhlenhuth, 2010; Toni, Perugi, Frare, Mata, & Akiskal,
2004), which is also seen in the observed scores in our data set. Since our link
function uses an exponential transformation, we can use a linear function of t on
∗
to model the exponential decay in yt,n .
yt,n
As variation is implicitly included in the link function, we can have an observation equation without white noise:


µn
h
i


∗
yt,n
= 1 1 0 × δt,n  .
βn
∗
where µn is the intercept of individual n, roughly corresponds to y1,n
, δt,n is
∗
difference between the intercept and yt,n , and βn is the slope. The link function
and observation equation are taken equal for all three models.

System equation For Model 1, the system equation depicts a linear growth
model, with slope βn and intercept µn :

 
 
 

µn
1 0 0
µn
0

 
 
 

ηt,n ∼ N (0, ση ) ,
δt,n  = 0 1 1 × δt−1,n  + ηt,n  ,
βn
0 0 1
βn
0
(4.2)
where ηt,n is the innovation error at time t for individual n with standard deviation
ση .
For Models 2 and 3, we add a moving average mechanism to the system equation, Equation (4.2):


 
µn
1

 
δt,n  = 0
βn
0

0
1
0

 
 
0
µn
0
 
 
1 × δt−1,n  + ηt−1,n
1
βn
0

0



"
#
ψ1,n

,
ηt,n  ×
1
0

ηt,n ∼ N (0, ση ) ,
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where ψ1,n is the lag 1 moving average parameter of individual n.
Predictor variables Including the combination of the treatment group and
presence of agoraphobia as predictor for the individual slope yields the following
expression for βn in all three models:

h
βn = β0 + β1,1

...



ds,m


i db,m 


β1,5 ×  dc,a  + ξβ,n ,


 ds,a 
db,a

ξβ,n ∼ N (0, σβ ),

(4.3)

where βn is the slope for individual n in group gtr,ag with tr (tr: CBT=c, SSRI=s,
BOTH=b) being treatment and ag (ag: m = none or mild agoraphobia, a =
moderate or severe agoraphobia) being presence of agoraphobia. Furthermore,
β0 is the estimated slope-coefficient for an individual in gc,m , β1,· is the added
effect of the group depicted in the accompanying dummy variable dtr=·,ag=· , where
dtr=·,ag=· is the 0/1-coded dummy variable indicating whether the patient is in
group gtr,ag , ξβ,n is the individual deviation in βn and σβ is the standard deviation
of ξβ,n .
In Models 1 and 2, the intercept µn is presumed to follow a normal distribution:
µn = µ0 + ξµ,n ,

ξµ,n ∼ N (0, σµ ).

where µ0 is the mean estimated intercept, ξµ,n is the individual deviation in the
intercept and σµ is the standard deviation of ξµ,n .
In Model 3, we include the duration of symptoms pre-treatment xn as predictor
variable for µn :
µn = µ0 + µ1 × xn + ξµ,n ,

ξµ,n ∼ N (0, σµ ),

(4.4)

where µ0 is the estimated intercept when xn is zero and µ1 is the effect of xn on
µn .
Priors The priors of the model are aimed to be weak-informative. The observed
number of panic attacks in this data set ranges from 0 to 12 attacks per week,
∗
giving an expected range of yt,n
between −∞ and 2.5. For the standard deviations
(ση , σβ and σµ ) we set the prior at N(0.5,5) with lower bound zero, creating a
prior similar to a half-Cauchy prior (Stan Development Team, 2016). Taking into
account the expected range of the latent score, we believe that a wider prior would
only delay calculations without improving the model estimates. For β0 , β1 , µ0
and µ1 we set the prior at N(0,5), since these parameters are expected to have
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relatively small values, not exceeding an absolute value of 2. Finally, for ψn we
used Berger’s symmetrized reference prior (Berger & Yang, 1994), as this prior has
shown to be a better prior for autocorrelation parameters than an uniform [−1, 1]
prior (Krone et al., 2016a). This prior does not require hyperparameters.

4.4

Results

For each model, we discuss the convergence and the posterior estimates. Further,
we interpret the estimated model parameters and compare the models, considering
the noise standard deviations and the WAIC. Finally, we show the results for a
post-hoc comparison of males and females with regard to the intercept.

4.4.1

Convergence

Each model is estimated using four MCMC chains of 20,000 iterations, of which
half the iterations were used for burn-in. Before the results can be interpreted, we
must check whether the chains converge. In all three models, all model parameters
for all subjects (β· , µ· , ψn and σ· ) showed good to very good R̂-values (i.e., all below
1.01, except for σε with R̂ = 1.011 for Models 1 and 2, and 1.012 for Model 3).
The traceplots were all proper, as was already expected from the R̂-values, that
is, fat caterpillars similar to those in Figure 4.1.

4.4.2

Parameters

The slope βn
The boxplots for the slopes βn (n = 1, ..., N = 73) as estimated for each of the
three models, are shown in pane (A) of Figure 4.2. For all three models, the
mean βn in the sample is −0.14, with range −0.23 to −0.05 for Model 1, and
range −0.24 to −0.02 for Models 2 and 3. In Table 4.1 the posterior means (and
standard deviations) of the slope using Equation (4.3) are presented. In Table
4.2 the estimated mean slopes for each treatment/agoraphobica combination are
presented. The differential effects are highly similar over the models, showing
only small differences in estimated size of effect. The steepest mean slopes are
estimated for gs,m and gb,a , followed by gs,a and gb,m . The shallowest mean slopes
are estimated for gc,m and gc,a , for which the mean slope fall outside, or are on
the edge of, the 95% credible interval (CrI) of the mean estimated slopes for the
other groups.
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C: Individual moving average
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Figure 4.2: Boxplots of individual parameter values (shown by the dots) within the
sample per model for (A) the slope βn , (B) the intercept µn and (C) the moving
average parameter ψn

Model 1
µ0
µ1
σµ
β0
β1,1
β1,2
β1,3
β1,4
β1,5
σβ
ση

Model 2

mean (sd)

95% CrI

mean (sd)

95% CrI

0.32 (0.17)

-0.02; 0.65

0.31 (0.17)

-0.04;0.63

1.24
-0.10
-0.09
-0.04
0.01
-0.06
-0.09
0.05
0.33

(0.16)
(0.02)
(0.04)
(0.03)
(0.03)
(0.04)
(0.04)
(0.02)
(0.03)

0.97;
-0.15;
-0.17;
-0.11;
-0.05;
-0.14;
-0.17;
0.01;
0.27;

1.57
-0.06
-0.01
0.03
0.08
0.01
-0.02
0.08
0.38

1.27
-0.09
-0.11
-0.06
0.01
-0.08
-0.10
0.06
0.26

(0.15)
(0.03)
(0.04)
(0.04)
(0.03)
(0.04)
(0.04)
(0.02)
(0.03)

1.00;1.60
-0.15;-0.05
-0.20;-0.02
-0.13;0.02
-0.05;0.08
-0.17;-0.00
-0.18;-0.03
0.02;0.09
0.21;0.32

Model 3
mean (sd)
0.10
0.03
1.27
-0.09
-0.11
-0.06
0.01
-0.08
-0.10
0.06
0.26

(0.23)
(0.02)
(0.15)
(0.02)
(0.04)
(0.04)
(0.03)
(0.04)
(0.04)
(0.02)
(0.03)

95% CrI
-0.36;
-0.01;
1.00;
-0.14;
-0.20;
-0.13;
-0.05;
-0.16;
-0.18;
0.02;
0.21;

0.54
0.07
1.60
-0.05
-0.02
0.02
0.08
-0.00
-0.03
0.09
0.31

Table 4.1: Posterior mean (and standard deviation) with 95% credible interval
(CrI) estimates for the model parameters of Models 1, 2 and 3.

The Intercept
In pane (B) of Figure 4.2 the boxplots of the estimated µn per model can be seen.
For Models 1 and 2, the mean estimated µn is 0.32, with a range of −1.7 to 2.3
and of −1.8 to 2.3, respectively. For Model 3, the mean estimated µn is 0.30 with
a range of −1.8 to 2.3. The posterior means (and standard deviations) for µ0 and
σµ for all three models can be seen in Table 4.1.
In Model 3, µn is estimated using Equation (4.4). As can be seen in Table
4.1, the posterior mean of µ1 is smaller than the accompanying standard deviation
and the 95% CrI for the posterior mean of µ1 includes zero, suggesting that the
duration of symptoms pre-treatment is not or only weakly related to the frequency
of panic attacks at the start of therapy.
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gc,m
gs,m
gb,m
gc,a
gs,a
gb,a

Model 1
-0.10 (0.02)
-0.20 (0.05)
-0.14 (0.04)
-0.09 (0.04)
-0.16 (0.05)
-0.20 (0.05)

Model 2
-0.09 (0.03)
-0.21 (0.05)
-0.15 (0.05)
-0.08 (0.04)
-0.18 (0.05)
-0.20 (0.05)

Model 3
-0.09 (0.02)
-0.20 (0.05)
-0.15 (0.04)
-0.08 (0.04)
-0.17 (0.05)
-0.20 (0.05)

Table 4.2: Mean slope per group for Models 1, 2 and 3, calculated by adding β0 ,
which is the mean slope of gc,m , to the β1,· for the relevant condition.
The Moving Average
The moving average parameter is included in Models 2 and 3. Panel (C) of Figure
4.2 shows the distribution of the posterior means of ψn within the sample. For
both models, the ψn has a mean of 0.12 and median of 0.02 in the sample, with
a range of −0.50 to 0.82 for Model 2 and a range of −0.49 to 0.83 for Model 3.
The estimated standard deviation of the individual ψn ranges from 0.23 to 0.71
for both models. Out of the 73 individuals, for both models only five 95% CrIs
did not include zero.

4.5

Comparison of models

We compare the three models to see whether the model is improved by including
the duration of symptoms pre-treatment as an external variable, and the moving
average. When considering σµ , σβ and ση , the differences between the models are
small. For σµ and σβ , the posterior means are slightly smaller for Model 1 than
for Models 2 and 3. The ση of Model 1 falls above the 95% CrI of the posterior
estimate of ση for Model 2 and 3, for which ση is similar in size. This implies that
Model 1 shows slightly less noise when estimating µn and βn , but more noise for
the estimation of δt,n and thus for the estimated latent score.
Second, we compare the models using the Watanabe-Aikake Information Criterion (Watanabe, 2010) with the functions as provide by the package ’loo’ in R
(Vehtari, Gelman, & Gabry, 2015). A lower WAIC indicates a better predictive
model accuracy. The WAIC is 30,312 for Model 1, 27,823 for Model 2 and 27,616
for Model 3, thereby favouring Model 3.
Combining the error standard deviations and the likelihood estimates, we can
infer that the effect of including the moving average term (ψn ) on the model fit is
stronger than the effect of including the duration of symptoms pre-treatment.
To give a visual reference of the resulting fit to the sample data, Figure 4.3
shows the mean observed score and the mean estimated score per condition across
time for Model 3.

BDM to assess treatment effects

67

3.0
2.0
1.0
0.0

# of panic attacks

Mean estimated score per week

week:

10

20

30

40

50

40

50

# of panic attacks
0.0
1.5
3.0

Index
Mean observed
score per week

week:

10

20

CBT/no agoraphobia
CBT/agoraphobia

30
Index
SSRI/no agoraphobia
SSRI/agoraphobia

COMB/no agoraphobia
COMB/agoraphobia

−1

0

1

2

Figure 4.3: Mean observed score and mean estimated score using Model 3 per
condition per week
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Figure 4.4: Boxplots of individual estimates (shown by the dots) for µn with Model
3 per gender
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Post-hoc: intercept and gender

Earlier studies found that compared to women, men wait longer before asking for
help and are less able in recognizing symptoms of mental stress (Khlat, Legleye,
& Sermet, 2013; Swami, 2012). This may result in a larger number of symptoms
experienced before treatment is sought. To see if this is reflected in our sample we
compare the intercept, µn as found in Model 3, between men and women post-hoc.
As can be seen in Figure 4.4, the difference between the groups is small, and the
variation is larger within each group than between groups. To test the difference,
we use a Bayesian t-test (Morey & Rouder, 2011; Morey, Rouder, & Jamil, 2015),
with H0 : the true difference in mean equals 0, and Ha : the true difference in
mean is unequal to zero. The prior of the effect size of the difference in mean is
√
a Cauchy(1/ 2) distribution. We found only anecdotal evidence in favor of Ha ,
with a Bayes Factor of 1.32. We conclude that men may have equal to slightly
higher numbers of panic attacks than females at the start of the treatment.

4.7

Discussion

In this chapter, we explained how the BDM can handle relatively small data sets
containing missing data points and dropouts, with a multilevel structure and nonnormally distributed observed data. The BDM for modeling intensive longitudinal
data is showcased by a re-analysis of data from Van Apeldoorn et al. (2013),
consisting of the number of panic attacks experienced by 73 patients, measured
per week. We used three models to examine the effects of three external variables
and a moving average element. Model 1 included the treatment and presence of
agoraphobia as predictors for the slope, in Model 2 a moving average parameter
was added and in Model 3 the duration of symptoms pre-treatment was added
as a predictor for the intercept. For the random effects of our predictor variables
and our innovation noise distribution, we choose to use the normal distribution.
If necessary, it is possible to use a different distribution, for example a Students-t
distribution for smaller datasets.
In all three models the slope depends on the treatment an individual received
and on the presence of agoraphobia. The CBT treatment shows a slower decrease
in symptoms than the other two treatments, both for the individuals without and
with agoraphobia. Furthermore, the SSRI treatment shows a stronger decrease for
individuals without than for individuals with agoraphobia. This contrasts to the
BOTH treatment, which shows a stronger decrease in symptoms for individuals
with agoraphobia. All effects of agoraphobia are only trends. The results pertaining to the effect of the treatment and presence of agoraphobia in individuals on
the slope are consistent with those found by Van Apeldoorn et al. (2013).
In Model 2, the moving average parameter was added. As a result, the standard
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deviation of the error of the parameter estimation increased, but the standard error
of the latent variable decreased. The WAIC decreased strongly from Model 1 to
2, which indicates that the moving average parameter is an important part of the
model, even though the parameter is close to zero for a large number of individuals
in the sample.
In Model 3, the duration of symptoms pre-treatment was included as a predictor
for the intercept. Though the WAIC indicated that Model 3 fitted best, the 95%
CrI of the estimated posterior mean for the predictor effect included zero. This
indicates that it is uncertain whether the duration of symptoms has an effect
on the intercept. A post-hoc test was conducted using Model 3 to compare the
intercepts for men and women. The Bayesian t-test suggest anecdotal evidence for
a difference in means.
An important question is how the BDM improves estimation compared to the
frequentist multilevel model used by Van Apeldoorn et al. (2013). First, in contrast
to the multilevel model, the BDM allows for adjustment to the estimation during
the time series through the noise of the latent state vector. Opposed to the white
noise as used in the multilevel model, the innovation noise is included in the current
latent vector, which is used to estimate the latent vector at the next time point.
As a result, the divergence from an expected score at a certain time point is used
in the BDM to adjust estimations of later time points.This larger flexibility of the
BDM results in a better fit of the observed data. Second, the BDM estimates the
individual parameters, opposed to only estimating the distribution from which they
are drawn. This allows for inspection of these individual parameters, for example
for post-hoc analyses. Third, the combination of random coefficients (βn , µn ) and
fixed coefficients (ψn ) as used in Model 3, would not have been possible within the
frequentist multilevel framework.
As an alternative to the BDM, the data could have been analyzed with a State
Space Model (SSM), which is the frequentist counterpart to the BDM. The SSM
is a highly versatile model for intensively measured, functionally related data,
such as intensive longitudinal data (Durbin & Koopman, 2012; Petris et al., 2009;
Pole, West, & Harrison, 1994). The SSM allows for modeling of non-normally
distributed data (Durbin & Koopman, 2012) and time-dependent parameters, such
as found in threshold models (Haan-Rietdijk, Gottman, Bergeman, & Hamaker,
2014; Hamaker & Grasman, 2012). However, to our knowledge no SSM has been
developed yet that incorporates both missing data and non-normally distributed
observed data simultaneously. The hierarchical Poisson SSM proposed by Terui
et al. (2010) allows for non-normally distributed data. However, this estimation
approach can be applied to complete data only, implying that scores should be
available for all individuals at all time points.
The number of individuals in the data set used for our empirical study is small
compared to the number of conditions; 73 individuals divided over six conditions.

70

Chapter 4

By combining multiple individuals, the estimation of the distribution of a parameter improves (Krone et al., 2016d), but it is not yet clear how exactly this relates
to each other in complicated models as the one discussed in this chapter. Another
important property of the data is the length of the time series; earlier studies stated
that a length of at least fifty time points is preferred for a simple single-subject
moving average model (Box & Jenkins, 1976; Krone et al., 2016a). As our data
set contained time series with a minimum of ten and a maximum of fifty-two data
points, the model may at points be too complex for the data.
Models used in empirical studies often include a number of different parameters. For trend models as in this chapter, important parameters are the intercept,
the slope parameter and eventually added autoregressive or moving average parameters, of which several parameters are often influenced by external variables.
When the dynamics are the main interest, parameters such as the mean score,
autoregressive and moving average coefficients, and for multivariate models the
cross-lag coefficients, are of importance. The efficiency with which these parameters are estimated in such complex models, both with regard to individuals and
to time points, is not yet thoroughly studied. Thus, the amount of data needed
for reliable estimates in such complex models is an interesting topic for further
studies.

Chapter 5

A multivariate model for
emotion dynamics
Abstract
In emotion dynamic research one distinguishes various elementary emotion dynamic features, which are studied using intensive longitudinal data. Typically, each emotion dynamic feature is quantified separately, which hampers the study of relationships between
various features. Further, the length of the observed time series in emotion research is
limited, and often suffers from a high percentage of missing values. In this chapter we propose a vector autoregressive Bayesian dynamic model, that is useful for emotion dynamic
research. The model encompasses six elementary properties of emotions, and can be
applied with relatively short time series, including missing data. The individual elementary properties covered are: within person and innovation variability, inertia, granularity,
cross-lag correlation and the intensity. The model can be applied to both univariate and
multivariate time series, allowing to model the relationships between emotions. Further,
it may model multiple individuals jointly. One may include external variables and nonGaussian observed data. We illustrate the usefulness of the model with an empirical
example of three emotions of three individuals (47 to 70 measurements), with missing
time points within the series.

This chapter is submitted as: Krone, T., Albers, C. J., & Timmerman, M. E. A
multivariate model for emotion dynamics.
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Introduction

Emotions are an important part of our daily lives. The importance of emotions
for our health and well-being is recognized more and more (Tugade, Fredrickson,
& Feldman Barrett, 2004; Grühn, Lumley, Diehl, & Labouvie-Vief, 2013; Lewis,
Haviland-Jones, & Feldman Barret, 2008, Ch. 29). Unlike, perhaps, personality
and values, emotions fluctuate across time, changing both within and between
days under the influence of external events and internal evaluations. As such,
a central function of emotions is to alert us to important events and changes,
and to motivate us to deal with them (Larsen, 2000; Frijda, 2007; Scherer, 2009;
Kuppens & Verduyn, 2015). Understanding the dynamics of emotions is therefore important, not in the least because it provides a window on how emotions
may become dysregulated, which is considered a central feature of several mental
disorders (Houben, Van Den Noortgate, & Kuppens, 2015; Wichers, Wigman, &
Myin-Germeys, 2015).
To study emotion dynamics, intensive longitudinal data are used, sampled sufficiently frequently to characterize the dynamics of interest (Hamaker et al., 2015).
Technological advantages facilitate the collection of such data, both in an experimental setting in a lab, as well as in daily life. In lab studies, for instance, video
mediated recall and physiological recording can provide information on the dynamics of emotional episodes. In daily life, the widespread availability of mobile
devices, first palmtops and now smartphones, enables researchers to collect multiple measurements per day in so-called ecological momentary assessment (EMA,
also known as experience sampling) studies (Larson & Csikszentmihalyi, 1983;
Shiffman et al., 2008; Bolger & Laurenceau, 2013; Bos et al., 2015).
When intensive longitudinal data is gathered with a structure as complex as
found in emotion data, the choice of a proper analysis is of paramount importance.
This choice is far from straightforward, given the diversity of techniques available
(Hamaker et al., 2015). The analysis typically focuses on identifying particular
elementary features of emotion dynamics, with the aim to reveal distinct information on affective functioning and regulation (Kuppens & Verduyn, 2015). For
instance, one may be interested in the level of variability emotions display within
an individual, or in how different emotions covary across time. However, choosing a proper analysis is hampered by the fact that these elementary features can
often be quantified in different ways. Further, the quantifications of these elementary features are typically considered separately. This implies that relationships
between these features are kept hidden.
To provide a good picture of emotion dynamics, we propose to use a single
model of which most parameters have a clear interpretation in terms of a number of
key features that are considered central to emotion dynamics. To this end, we propose to use Bayesian dynamic modelling (West & Harrison, 1997). The Bayesian
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Dynamic Model (BDM) we propose offers a representation of multivariate time
series, and may be modeled for multiple individuals simultaneously. Furthermore,
the BDM as proposed in this chapter can be conveniently interpreted in terms
of six important emotion dynamic features. This offers insight into the dynamics of single emotions, as well as the dynamics between multiple emotions within
an individual. Finally, the model can offer insight into interindividual differences
in emotion dynamics. Using a Bayesian estimation method offers flexibility with
regard to the distributions used in specifying the model.

5.1.1

Emotion Dynamic Features

The patterns and regularities of an individual’s expression of emotions across time
can be captured by various elementary properties. We denote these elementary
properties as emotion dynamic features (EDFs). There is a vast range of EDFs
discussed in the literature (Houben et al., 2015; Kuppens & Verduyn, 2015; Grühn
et al., 2013; Carstensen, Pasupathi, Mayr, & Nesselroade, 2000; Brose et al., 2015).
The taxonomy as discussed by Kuppens and Verduyn (2015) organizes these EDFs
into four categories: emotional variability, emotional inertia, emotional cross-lag,
and emotional granularity. If we complement these four with emotional intensity,
we provide a fairly complete picture of an individual’s expression of emotions across
time. Our aim is to propose a way to succinctly capture the EDFs from the five
categories in one single model. In the following section, we discuss each category
and how it is captured in our model.
Emotional variability Emotional variability reflects to what extent the intensity of an emotion as experienced by an individual, varies across time. Emotional
variability has been found to increase with increasing stress levels (Scott et al.,
2014) and decrease with increasing age (Carstensen et al., 2000; Scott et al., 2014;
Brose et al., 2015). High emotional variability has been linked with lower emotional
well-being (Houben et al., 2015) and higher prevalence and severity of mood disorders (Kuppens & Verduyn, 2015). To quantify emotional variability, the within
person variance or standard deviation is typically used (Carstensen et al., 2000;
Röcke, Li, & Smith, 2009; Grühn et al., 2013; Scott et al., 2014; Kuppens &
Verduyn, 2015).
The within person variance can be seen as a global summary of the degree
of emotional variability. This variability can be decomposed into various model
elements (Jahng, Wood, & Trull, 2008). Herewith, it is useful to distinguish the
predictable part from the random part. The predictable part can be interpreted
in terms of the emotional inertia and cross-lag, as will be discussed in the next
paragraphs. The random part covers the instantaneous change, and consists of the
innovation variance and the white noise variance.
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The innovation variance and the white noise variance express the sizes of the
instantaneous changes at each measurement point. The key difference between the
two is that the innovation variance captures the part of the change that is carried
through to the next measurement point, while the white noise variance captures
the part of the change that is not carried through to the next measurement point.
As the global summary measure of within person variability we will use the
within person variance. Though our model includes both the innovation variance and white noise variance, we will only interpret the innovation variance, as
a measure of innovation variability. We leave aside the white noise variance in
our interpretation, because change due to white noise is typically attributed to
measurement error.
Emotional inertia Emotional inertia refers to the tendency of an emotion to
retain its status quo, reflecting the resistance to change (Cook et al., 1995; Suls
et al., 1998; Kuppens, Allen, & Sheeber, 2010). High inertia has been linked
to impaired emotion regulation (Kuppens, Allen, & Sheeber, 2010; Suls et al.,
1998; Koval et al., 2015; Gross, 2015), inflexibility in adapting emotions (Kashdan
& Rottenberg, 2010) and rumination (Koval, Kuppens, Allen, & Sheeber, 2012).
Emotional inertia is generally quantified as the autoregression between successive
measurements of an emotion. Confusingly, this has been incidentally denoted
as the autocorrelation (e.g., Kuppens, Allen, and Sheeber (2010), Kuppens and
Verduyn (2015)).
Emotional cross-lag Emotions can be regulated through feedback-loops: the
increase of one emotion may infer an increase or decrease in another emotion
(Gross, 2015; Kuppens & Verduyn, 2015). Although few studies have yet been
conducted on emotional cross-lag, it is an important part of emotion regulation
(Gross, 2015; Kuppens & Verduyn, 2015). For example, it has been found to be
increased in major depression patients in terms of higher levels of overall emotion network density (Pe et al., 2015). Emotional cross-lag is quantified via the
cross-lag regression; the lagged regression between two emotions (Pe & Kuppens,
2012). Analogously to the term auto-regression, it is sometimes mistakenly called
the cross-lag correlation (e.g., Kuppens and Verduyn (2015)). When the cross-lag
regression is positive, this is called augmentation: the experience of one emotion increases the strength of another emotion on a later time point. A negative cross-lag
regression is called blunting: the experience of one emotion decreases the strength
of another emotion on a later time point.
Emotional granularity Emotional granularity is the ability of differentiating
between different emotions and identifying emotions with specificity and precision.
This is also known as emotional differentiation or emotional covariation (Feldman,
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1995; Barrett, Gross, Christensen, & Benvenuto, 2001; Barrett & Gross, 2001;
Kuppens & Verduyn, 2015). Higher emotional granularity is linked to increased
emotion regulation (Barrett et al., 2001) and different, more effective coping mechanisms (Tugade et al., 2004). Furthermore, higher emotional granularity is associated with lower levels of neuroticism (Carstensen et al., 2000), and lower incidence
of social anxiety disorder (Kashdan & Farmer, 2014) and depression (Erbas et al.,
2014).
Emotional granularity has been quantified in different ways. For example, the
differentiation index equals the number of components found by a principal component analysis (PCA) on the covariances between emotions of a single individual
(Grühn et al., 2013; Brose et al., 2015). Related to this is the concept of the
unshared variance: the percentage of variance unexplained by the first component of such a PCA (Grühn et al., 2013). In practice, the choice between the
differentiation index and the unshared variance is a pragmatic one. For a large
number of emotions, the differentiation index appears to be more informative, and
for a small number of emotions, the unshared variance. For these measures, higher
scores indicate a higher granularity.
Other quantifications can be calculated directly from the observed data: the
covariance between two emotions within a person (Grühn et al., 2013; Erbas et al.,
2014), the correlation between two emotions (Barrett et al., 2001), and the intraclass correlation (ICC) between all emotions (Tugade et al., 2004; Erbas et al.,
2014). A higher covariance, correlation and ICC indicate a lower level of differentiation between emotions, and thus a lower granularity. The correlation has the
advantage of being standardized, allowing for a direct comparison between pairs
of emotions both within and between individuals. However, a low within person
variance reduces the size of the absolute correlation, which renders interpretation
difficult. This issue is not encountered when using the covariance (Scott et al.,
2014). As all named quantifications measure the covariation between emotions,
we do not need to include them all. In our model, the granularity will be quantified via both the covariance and correlation.
Emotional intensity The EDFs discussed thus far capture the dynamics of
emotions over time. In addition, how strong an emotion is felt on average may
also differ, both between emotions within an individual, and between individuals,
and can provide important information on people’s emotional lives. Emotional
intensity for positive emotions is positively related to emotion regulation, (Barrett
et al., 2001), as well as with extraversion, agreeableness and conscientiousness,
but negatively related with neuroticism (Carstensen et al., 2000). The intensity for
negative emotions is higher for individuals with social anxiety disorder (Kashdan &
Farmer, 2014) as well as for individuals with depression, high scores on neuroticism,
and low scores on self-esteem (Erbas et al., 2014). To assess emotional intensity
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across time, we take into account the average intensity (Carstensen et al., 2000;
Barrett et al., 2001), quantified as the mean score over time (Kashdan & Farmer,
2014; Erbas et al., 2014).
This chapter Each of these features provides unique information on how emotions (co)vary, carry over from one moment to the next, or mutually influence
each other, and together they provide insight into many crucial aspects of emotional functioning and flexibility. As such, we propose a BDM that captures within
person variability, innovation variability, inertia, cross-lag, granularity, and average intensity for multiple emotions and individuals in a single model. First, we
will introduce the model and its possibilities. Then, we will present an empirical
application of the model. We will conclude with a discussion on the model, its
advantages and disadvantages, and recommendations for future research.

5.2

Model

To combine the aforementioned concepts for multiple variables and multiple subjects in one model, we will use a Bayesian interpretation of a State Space Model,
called the Bayesian Dynamic Model (BDM) (West & Harrison, 1997). We will use
the BDM to estimate an vector AR(1) model, which can be rewritten into a State
Space Model (Harvey, 1990; Durbin & Koopman, 2012).
The BDM has two equations: the observation equation and the system equation. For univariate data, the inclusion of so-called white noise in the observation
equation improves estimation of the autoregression (Schuurman et al., 2015). Following this, we include white noise in our multivariate BDM as well. Furthermore,
we assume equidistant time points in our model. For adaptions that may be
incorporated in this model to allow continuous time series with non-equidistant
time points, we refer to Kuppens, Oravecz, and Tuerlinckx (2010) and Oravecz,
Tuerlinckx, and Vandekerckhove (2011).
We model Yi,t,n , the score on emotion i (i = 1, 2, ..., I), at time point t (t =
1, 2, ..., Tn ), for individual n (n = 1, 2, ..., N ). The first equation, the observation
equation, links the observed score Yi,t,n to the latent variable θi,t,n . The observation equation for the score vector Yt,n = [Y1,t,n , Y2,t,n , ...., YI,t,n ]0 is as follows:
Yt,n = µn + θt,n + εt,n ,

εt,n ∼ N (0, Hn )

(5.1)

where µn (I × 1) denotes the mean vector of the I emotions, θt,n (I × 1) the latent
variable vector, εt,n (I × 1) the white noise vector and Hn the covariance matrix
of εt,n . As εi,t,n is assumed to be independent across emotions, Hn is a I × I
diagonal matrix with σε2i,n as diagonal elements.
The system equation models the autoregression and cross-lag regression and
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Figure 5.1: Schematic representation of the model as expressed in Equations 6.4
and 6.2 for a single individual n (subscripts left out for clarity reasons) and i = 1, 2
emotions.

the innovation over time of the latent variable θt,n :
θt,n

= Φn × θt−1,n + ηt,n ,

ηt,n ∼ N (0, Qn ),

(5.2)

where Φn (I × I) is the autoregression and cross-lag regression matrix, ηt,n (I × 1)
is the innovation vector and Qn (I ×I) the covariance matrix of the innovation. All
error terms, ηt,n and εt,n , are assumed to be mutually independent. A graphical
representation of the model can be seen in Figure 6.1.
We remark that Σn (I × I) is the model implied variance-covariance matrix of
the observed scores for individual n, which is computed through
vec(Σn ) = (I − Φ0n ⊗ Φ0n )−1 vec(Qn + Hn ),

(5.3)

where vec(Σn ) is the vectorized version of Σn and ⊗ denotes the Kronecker product. This is an adaptation of the Lyapunov equation used for the traditional VAR
model with only one error term, as discussed in Hamilton (1994, p. 265).
Note that all model parameters are assumed to be equal over time. This implies
that it is assumed that the emotion dynamics are constant across the time span
measured. In case this assumption would be too rigid, alternative models are
available. For example, in regime switching or threshold models, the autoregression
may change as the state changes (Hamaker & Grasman, 2012; Haan-Rietdijk et al.,
2014).
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Concept

Quantification

Parameter

Within person variability

Variance of Yi,n

Σii,n

Innovation variability

Innovation of Yi,n

Qii,n

Inertia
Emotional cross-lag
Granularity

Autoregression
Cross-lag regression
Covariance of Yi,n
Correlation of Yij,n
Mean estimated score

Φii,n
Φij,n
Σij,n
Cor(Yij,n )
µi,n

Intensity

Table 5.1: Quantification of emotion dynamics features for emotion i, in relation
to emotion j where applicable, in the notation of Equations 6.4, 6.2 and 5.3.

With this statistical model, the link can be made between emotion theory and
application. We link each of the discussed EDFs to a parameter, as summarized
in Table 5.1. The within person variability for individual n and emotion i is
expressed via Σii,n and the innovation variability via Qii,n . The autoregression for
individual n and emotion i is Φii,n , and the cross-lag regression is Φij,n for i 6= j.
The covariance and correlation, used for the granularity, is obtained via Σij,n for
i 6= j. The intensity for individual n on emotion i is the mean µi,n . Hence, the
model enables the simultaneous study of all discussed emotion dynamics. In the
next paragraphs, we will discuss the extended possibilities of this model, and the
identification in and application to empirical data.

5.2.1

Multiple individuals

As shown, the model can be defined without any difficulty for multivariate data
collected among multiple subjects. When modeling the data of multiple individuals, two possible approaches exist. First, the individuals may be assumed to be
drawn at random from a certain population. As such, the parameters of the individuals are assumed to be drawn randomly from the population distribution of
the parameter concerned. These assumptions may be expressed in the model via a
level 2 model, for example by assuming, as is standard in multilevel modeling, that
each Φij,n is drawn from a normal distribution: Φij,n ∼ N (Φij , σΦij ) (Lodewyckx
et al., 2011).
Second, there may be no assumption made with regard to the sampling of
the individuals. To reflect this, the parameters of the individuals are estimated
freely. This implicitly defines the level 2 model, as the joint distribution of the
individually estimated parameters for all individuals is hereby defined. Due to the
free parameter estimation, these model estimates would be the same as when the
time series of each individual were modeled separately. In the current chapter, we

A model for emotion dynamics

79

follow this latter strategy, and hence make no assumption as to the sampling of
the individuals.
When the dynamics of a large number of individuals are studied, it may be
of interest to consider the relation between different individual parameters. For
instance, one may consider the strength of the relationship between the inertia and
the intensity of an emotion.

5.2.2

Non-normally distributed data

The BDM model can be extended to non-normal distributions in two ways. First,
when the observations are assumed to be non-Gaussian realizations of an underlying Gaussian process, a link function can be used to transform the latent Gaussian
scores into estimated observed non-Gaussian scores. Examples are a probit-link
for ordinal data (Chaubert, Mortier, & Saint André, 2008), or the log-link for
count data (assuming a Poisson distribution) (Terui et al., 2010). However, this
adds more complexity to the model, requiring a larger sample size to estimate the
model parameters with reasonable precision. Second, when the underlying process
is assumed to be non-Gaussian, the distributions used in the model, for example
the white noise and innovation distributions, can be adjusted accordingly (Durbin
& Koopman, 2012; West & Harrison, 1997).

5.2.3

Missing data

A link function can be used to accommodate for missing data. The link function
∗
∗
links the observed Yi,t,n to a latent Yi,t,n
. When Yi,t,n and Yi,t,n
are assumed to be
∗
equally distributed, an identity-link function is used, indicating that Yi,t,n = Yi,t,n
.
Using the link function enables to deal with missing data, since the latent variable
∗
Yi,t,n
is not linked to the observed variable Yi,t,n at time points with missing data.
However, the uncertainty increases with more missing data points in a row, since
the estimation cannot be checked against the observed data anymore.

5.2.4

External variables

Empirical research often probe how features of emotions are related to, or a function of, other variables, such as experimental manipulation or individual differences. Due to the flexible nature of the model, external variables can be included
in two ways. First, the external variable can be included as an active covariate.
This can be done as a direct effect, for example letting Yi,t,n being dependent on
µn , θt,n and a covariate, and as a moderator effect, for example letting elements
of Φn be dependent on the level of a covariate. Second, inactive covariates can
be implemented post-hoc, by examining the relation between any model parameter and an external variable after the model estimation. This can be done, for
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instance, by using partial correlations or linear regression, thereby accounting for
confounding variables.

5.2.5

Model convergence

Estimating the model to empirical data may yield convergence problems. In general, these problems may be due to the identifiability of the model and/or a lack
of data. The VAR-BDM expressed in Equations 6.4 and 6.2, is identified. Therefore, when estimation issues arise with this model, this is due to a lack of data.
The problem exacerbates when a large number of emotions are included and/or
missing data occur. What the minimum requirements are to estimate the model
parameters from an empirical data set, is unclear at the moment.
To check the convergence, two methods may be used: assessment of the potential scale reduction factor, R̂, and visual inspection of the trace plots. The R̂
shows the ratio of how much the estimation may change when the number of iterations is doubled, with an (ideal) value of 1 indicating that no change is expected
(Gelman & Rubin, 1992; Stan Development Team, 2014). The trace plots show
the Bayesian Markov Chain Monte Carlo (MCMC) estimates for each parameter
at each iteration. If a parameter reaches convergence, the estimates over iterations are highly similar across chains. As a result, the trace plot will look like
a fat caterpillar where all chains completely overlap, except at the fringe of the
caterpillar (as shown in Figure 5.3).

5.2.6

Prior specification

In Bayesian modelling, prior distributions, quantifying the a priori degree of belief
in parameter values, have to be specified. In empirical situations where there is
relevant context information (such as some results of a pilot study), this information can be incorporated by specifying informative priors. Alternatively, one can
aim for weak-informative priors, to reduce the influence of the choice of priors on
the estimates.

5.2.7

Model estimation

The model is estimated using Bayesian MCMC. For the MCMC estimates we
use Hamiltonian Monte Carlo (HMC), a generalization of the Metropolis-Hastings
algorithm (Metropolis et al., 1953; Hastings, 1970) that allows for an efficient
estimation of the parameters (Gelman, Carlin, et al., 2013). This is incorporated
in the software RStan (Stan Development Team, 2014; R Core Team, 2015).
The R-code and Stan-code for the model can be found in Appendices A and
B, respectively.
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Figure 5.2: Observed time series for the three individuals.

5.3

Empirical example

In this chapter, we re-analyse data described in Brans, Koval, Verduyn, Lim, and
Kuppens (2013) and Erbas et al. (2014). As part of a larger study, the emotions
of 50 individuals were observed using experience sampling. The data gathering
process consisted of three parts. In a first lab session the participants signed an
informed consent form and were handed out a palmtop which they would use to
record their emotions, along with instructions for its use. Second, during seven
days, participants carried the palmtops and recorded their emotions using the
Experience Sampling Program (ESP) (Barrett & Barrett, 2000). The waking
hours of the individuals on each day were divided into ten intervals. During each
interval, at a random time point, the ESP would ask them to rate their emotions
in terms of how angry, depressed and stressed, for example, they felt at that
moment. Each emotion was rated on a 6-point Likert scale, ranging from 0 to
5, with higher values indicating a stronger feeling of that emotion. Finally, in a
second lab session, the participants returned the palmtops and were each given
AU$ 40,- for their participation.
Data preparation From the 50 individuals, we selected three. These three individuals had observed scores that were distributed over the entire, or almost entire,
6-point Likert scale for the negative affect emotions considered, angry, depressed
and stressed. Furthermore, they had at least seven consecutive measurement days
with nine measurements sampled per day. However, the scores were not all completed by the participants: they had 36%, 37% and 8% missing data, resulting in
50, 47 and 70 time points, respectively. In Figure 5.2 the different observed scores
for the individuals are depicted. As can be seen, the first individual shows missing
data all through the sample, where the second individual shows large patches of
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Bayes factor
In favor of H0

In favor of H1

< 1/100
1/100 − 1/30
1/30 − 1/10
1/10 − 1/3
1/3 − 1
1

> 100
30 − 100
10 − 30
3 − 10
1−3
1

Strength
of evidence
Decisive evidence
Very strong evidence
Strong evidence
Substantial evidence
Anecdotal evidence
No evidence

Table 5.2: Strength of evidence in favor of H0 or H1 for difference values of the
Bayes factor

complete and missing data. The third individual shows little missing data.
Prior specification For the elements of Φn we use a symmetrized reference prior
(Berger & Yang, 1994). The scale parameter of Hn was given a half-Cauchy(0, 2.5)
prior, and the correlation matrix of Hn was given a Lewandowski-Kurowicka-Joe
(LKJ) correlation prior (Lewandowski, Kurowicka, & Joe, 2009). We set Qn to
a diagonal matrix, to simplify the model slightly and make the estimation easier,
with an λ(3, 3) prior for each element Qii,n . For µi,n we used a normal prior with
mean 0 and variance 4.

5.4

Results

We start by presenting results concerning the convergence of the parameter estimates. Then, we present the posterior parameter estimates related to the emotion
dynamic features in the same order as presented in the introduction, i.e., the parameters related to the within person variability, innovation variability, inertia,
cross-lag, granularity and intensity.
For several EDFs, correlations are calculated or estimated. Each correlation is
accompanied by a Bayes factor (BF), calculated and interpreted along the lines of
Wetzels and Wagenmakers (2012). In all cases, BF< 1 is relative evidence for H0 :
‘the correlation is zero’, and BF> 1 is relative evidence for H1 : ‘the correlation
is non-zero’. In Table 5.2 the interpretation of the BF as given by Wetzels and
Wagenmakers (2012) is provided. The BF is highly dependent on sample size, with
stronger evidence for the same correlation when the sample is larger. As such, the
difference in BF for similar correlations of different individuals can, largely, be
explained by the difference in sample size: the individuals have a total of 50, 47
and 70 observed time points, respectively. In this chapter we only use the BF
to assess the relative evidence for H0 and H1 , and not to assess the evidence for
inter-individual differences.
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Figure 5.3: Trace plot of Q11,1 as estimated in the empirical data, using six chains
and 10.000 iterations (5.000 warm-up).

5.4.1

Convergence

In our analysis, we used four MCMC-chains of 30.000 iterations each. Further,
we modeled each individual separately, due to time constraints. Modeling all
individuals in one analysis takes more time per iteration and more iterations to
reach convergence. The model we used for this data set, as shown in Equations 6.4
and 6.2, estimates each individual seperately, as such separating the individuals
does not influence the results. To check whether convergence was reached, we used
the R̂ and the trace plots. All elements of the model parameters (Φn , Qn and µn )
reached convergence for all individuals and emotions, with an R̂ below 1.02 for all
estimated model parameters. One of the trace plots, representable for all relevant
trace plots, is given in Figure 5.3 which, as can be seen, gives the expected fat
caterpillar.

5.4.2

Emotional variability

Emotional variability is quantified using the EDFs within person variability and
innovation variability. The individual values of the within person variability, quantified as Σii,n , for each emotion is shown in Figure 5.4, panel A (continuous lines).
As can be seen, Individual 2 shows a higher within person variability than the
other two subjects, on all three emotions. For Individual 1 the within person variability of depressed is highest, followed by the within person variability of angry.
For Individuals 2 and 3 the within person variability of stressed is highest, followed
by the within person variability of depressed.
The innovation variability, quantified as the estimated Qii,n , is also shown in
Figure 5.4, panel A (dashed lines) along with its 95% credible interval (CrI). For
angry, the within person variability and innovation variability are nearly identical
for Individual 3. The relations between the individuals and between the emotions
within individuals are similar to the relations found for within person variability. As with the within person variability, the innovation variability is higher for
Individual 2 than for the other two individuals. This suggests that individual differences in emotion dynamics may at least to some extent be timescale-invariant,
i.e., individuals with a high variability over the whole time period, as indicated
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Figure 5.4: Individual scores for (A) within person variability (continuous line)
and innovation variability (dashed line), and (B) inertia with the 95% credibility
interval for the innovation variability and inertia.
by the within person variability, may also show high variability between two time
points, as indicated by the innovation variability. This has been found elsewhere
as well (Kuppens, Oravecz, & Tuerlinckx, 2010).

5.4.3

Emotional inertia

The inertia is expressed through the autoregression. As can be seen in Panel B
of Figure 5.4, the autoregression shows differences, both in size and in pattern
over emotions, across the individuals. However, for all emotions the 95% CrI
show overlap. The autoregression for angry is small for all three individuals, as
shown by the BFs in the top part of Table 6.2. For depressed and stressed, the
differences between the individuals are larger. For depressed, Individual 1 shows
a high positive autoregression and Individual 3 shows a medium negative autoregression. For Individual 2, there seems to be no or only a small autoregression
for depressed. The autoregression of stressed is positive for all three individuals,
with a medium autoregression for Individual 2, but a very high autoregression for
Individual 3. Taken together, these results provide evidence that emotions are
strongly self-related over time, be it positive or negative. This is reflected in the
literature. Indeed, most previous research has found that emotional states tend
to be mildly or strongly predictive over time in daily life (e.g., Suls et al., 1998;
Kuppens, Allen, & Sheeber, 2010; Koval et al., 2012).

5.4.4

Emotional cross-lag

The impact of one emotion on another is measured through the cross-lag regressions. The cross-lag regressions and their 95% CrI are shown in Figure 5.5 and the
lower part of Table 6.2. Individual shows 1 small values for all cross-lag regressions,
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Individual 1

Individual 2

Individual 3

Estimated autoregressions
A
D
S

-0.07 (0.12)
0.60 (3332.48)
0.12 (0.16)

-0.25 (0.47)
0.03 (0.12)
0.41 (6.04)

0.10 (0.13)
-0.40 (34.88)
0.90 (2.86 × 1023 )

Estimated cross-lag regressions
At−1 on Dt
At−1 on S t
Dt−1 on At
Dt−1 on S t
S t−1 on At
S t−1 on Dt

-0.13
-0.16
0.40
0.05
0.32
0.07

(0.16)
(0.20)
(7.55)
(0.12)
(1.40)
(0.13)

-0.48
-0.37
0.01
0.41
0.33
0.43

(41.43)
(2.93)
(0.11)
(6.72)
(1.44)
(10.07)

0.44
0.40
-0.13
-0.68
0.18
0.70

(108.87)
(32.68)
(0.16)
(1.33 × 108 )
(0.29)
(7.75 × 108 )

Table 5.3: Autoregressions and cross-lag regression for the three individuals on
angry (A), depressed (D) and stressed (S), with the accompanying Bayes factors
in parentheses.

except for Dt−1 on At and St−1 on At , which show medium sized augmenting effects of depressed and stressed on angry. Individuals 2 shows a negative cross-lag
regression effect of medium size for At−1 on both Dt and St , indicating that angry has a blunting effect on both depressed and stressed. For Individual 3, angry
augments both depressed and stressed, with a medium sized, positive cross-lag regression effect. The effect of depressed on angry is small for both Individual 2 and
3, but positive and medium sized for Individual 1. For Individual 2, depressed has
an medium sized augmenting effect on stressed, while for Individual 3 depressed
has a high negative cross-lag effect on stressed, indicating a blunting effect. For
both Individuals 1 and 2, stressed has an augmenting cross-lag effect on angry.
Finally, stressed augments depressed for both Individual 2 and 3, with a medium
effect for Individual 2 and a high effect for Individual 3. The substantial individual
differences that are found in the extent to which different emotions augment or
blunt each other across time, are consistent with previous research (Pe & Kuppens,
2012).

5.4.5

Emotional granularity

The granularity is used to express the covariation between emotions and quantified
via the covariance and the bivariate correlation between the different couples of
emotions per individual. Here, higher values indicate a lower granularity. As can
be seen in Panel B of Figure 5.5, all correlations (and thus covariances) between
the paired emotions are positive, for all three individuals. This strongly resonates
with previous research showing generally positive relations between like-valenced
emotional states across time within individuals (e.g., Vansteelandt, Van Mechelen,
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Figure 5.5: Individual scores for (A) cross-lag regressions with the estimated 95%
credible interval and (B) granularity in covariance (continuous line) and correlation
(dashed lines).

& Nezlek, 2005; Brose et al., 2015; Carstensen et al., 2000)
The relation between angry and stressed (A&S) and angry and depressed
(A&D) is similar for all three individuals, apart from scale differences acquired
through the variance. While Individual 2 shows similar correlations in size between
all three emotions, Individuals 1 and 3 show clear differences in the correlations
for A&D and A&S on the one hand, and D&S on the other hand. As such, the
findings show individual differences in the level of emotion differentiation or granularity, thought to be indicative of differences in emotion regulation and functioning
(e.g., Barrett et al., 2001; Erbas et al., 2014).

5.4.6

Cross-lag regression and variability

The relation between the autoregression and variance has been discussed and quantified before (Box & Jenkins, 1976). The autoregressions and cross-lag regressions
increase the overall variance, Σii,n , but not the variance of the innovation, Qii,n .
As a result, emotions with large autoregressions and cross-lag regressions show a
larger difference between the innovation variability and the within person variability. A clear example of this is visible for the emotion stressed of Individual 2 and
3. Both individuals show a large difference between the within person variability
and the innovation variability (see Figure 5.4), and have high autoregressions for
stressed, and large cross-lag regressions for both depressed and angry at t − 1 on
stressed at t (see Table 6.2). This identifies a clear advantage of the proposed
modeling approach. When calculating autoregression and variability separately,
the intrinsic relation between both may obfuscate relations with third variables
(for a more detailed discussion see Koval, Pe, Meers, and Kuppens (2013)). Here,
the innovation variability is not confounded with the autoregression, allowing to
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Figure 5.6: Estimated mean score per individual per emotion with bars to indicate
the 95% credible interval.

study relations between these two EDFs and third variables in a more balanced
way.

5.4.7

Emotional Intensity

The intensity, quantified as µi,n , is shown in Figure 5.6. As can be seen, Individual 1 clearly shows a higher intensity than Individuals 2 and 3, accompanied by a
higher variability. The intensity estimated for Individuals 2 and 3 is similar in pattern, with an overlap in credible intervals for depressed and virtually no difference
in intensity for stressed. Where Individuals 2 and 3 show a higher intensity for
emotions with a higher variability and higher autoregression, Individual 1 shows
the opposite relation. As found in earlier studies, a higher average intensity over
all emotions seems related to a lower average correlation over all emotion couples
(Carstensen et al., 2000; Kashdan & Farmer, 2014; Erbas et al., 2014).

5.5

Discussion

In this chapter we proposed to use a BDM to analyze intensive longitudinal data
to capture the patterns and regularities of an individual’s expression of emotions
across time. To accommodate for missing data, a link function was introduced,
linking the observed to the latent variable only when the data is indeed observed.
With this VAR-BDM we analyzed a data set consisting of three emotions for three
individuals.
The study of emotion dynamics and the relation between EDFs is an important
topic in psychological research. Most earlier studies regarding emotion dynamics
have computed summary statistics for several EDFs (e.g., Carstensen et al., 2000;
Barrett et al., 2001; Erbas et al., 2014; Scott et al., 2014). A complete model that
encompasses all EDFs capturing the essential dynamics of multivariate, multisubject data and that can be applied to EMA data with its inevitable limitations,
was lacking so far. Models that do capture multiple EDFs at once, often require
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rather large sample sizes of at least 100 time points without missing values (e.g.,
Hamaker & Grasman, 2012; Haan-Rietdijk et al., 2014). Another option, which
does deal with the small sample size, is the use of a multilevel model. However,
these generally require a large number of individuals measured, and are based on
distributional assumptions on the individual parameters (e.g., Kuppens, Allen, &
Sheeber, 2010; Lodewyckx et al., 2011; Bringmann et al., 2013). The multilevel
VAR model of Schuurman, Ferrer, de Boer-Sonnenschein, and Hamaker (2016)
lacked an essential element, namely the white noise. Further, they did not link the
model elements to the EDFs as we did.
The results found in our empirical study largely concur with the results in previous literature. Our sample of three individuals is too small to infer the relations
between EDFs among individuals, as done in earlier studies (e.g., Carstensen et
al., 2000; Grühn et al., 2013; Kashdan & Farmer, 2014). One point where our
results disagree with the literature, is the direction of the autoregression found,
which is generally positive in other studies (Kuppens, Allen, & Sheeber, 2010; Suls
et al., 1998). However, the current sample size is clearly too small to draw any
conclusions without further replication on a larger scale. Clearly, this finding calls
for further investigation.
With our model, we strive at aiding in the research on emotion dynamics,
allowing for testing the proposed theories on empirical data. The theories on
emotion dynamics are growing in number, but also in complexity (Gross, 2015;
Kuppens & Verduyn, 2015). Due to the expansiveness of our model, it is possible
to identify relations between emotions within individuals and between individuals,
but also among EDFs, such as the relation between inertia and variability, or
between EDFs and external variables, such as the relation between the average
inertia and the level of clinical depression. Note that to quantify such relationships,
a data set with a large number of individuals is needed. This allows for a more
direct way to validating theories stating relations between EDFs.
Further advantages of the model lies in its flexibility. The model, as shown in
Equations 6.4 and 6.2, can be used with non-Gaussian data through the implementation of the link function or through adjustment of the distributions used. The
link function also allows for data with missing values, without the need to adapt
the model. Furthermore, the model can be used to implement external variables,
both as active and inactive covariates. The final advantage lies in the wide range
of data for which the model is applicable: one individual for which one emotion is
measured, is enough for estimation. However, more individuals and emotions can
be added.
Although the expansiveness of the proposed model is an advantage, it also
introduces issues with estimation, and possibly with identification. While the
proposed VAR-BDM (Equations 6.4 and 6.2) can be estimated with relatively little
data points, the estimated credible intervals, and thus the uncertainty, is large for

A model for emotion dynamics

89

data sets with short time series. The estimation of the cross-lag regression carries
another issue. In empirical data it may occur that the cross-lag regressions of
the different variables are substantial. This introduces multicollinearity, which
complicates estimation.
Further studies should focus on the estimation properties of the model. The
conditions under which the model reaches convergence while estimating, are unknown, as are the conditions needed to estimate the parameters with reasonable
precision. Factors which may be of influence on the estimation and convergence
of the model are the number of time points, the number of emotions, the values
in Φn and the number and pattern of missing data in the data set. These same
factors may influence the precision with which the parameters may be estimated.
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Chapter 6

Studying the dynamics of
affect through
vector-autoregressive
Bayesian dynamic models
Abstract
Affect research often focuses on studying various elementary features of the individual
dynamics of positive affect (PA) and negative affect (NA). The features studied are
typically quantified separately, hampering the study of their mutual relations. In this
chapter we consider six elementary affect features to characterize the dynamics of PA and
NA: within person and innovation variability, inertia, cross-lag regression, intensity and
the co-occurrence of affect. To facilitate the study of these features, we propose to use
a vector autoregressive Bayesian dynamic model. This model encompasses parameters
that quantify the six affect features of multiple individuals at once. The model can be
applied to data typically encountered in dynamic affect research, i.e., bivariate, relatively
short time series of multiple individuals, even in the presence of missing time points.
Furthermore, the model allows for the inclusion of external variables. We illustrate the
usefulness of the model with an empirical example using relatively short time series (53
to 71 measurements) of bivariate affect data for 12 individuals. We compare three models
to find whether a weekly cycle is present in the data and whether there is autoregression
present in the white noise. We compare the models with regard to the white noise,
the innovation noise and a log-likelihood criterion. The model estimates provide insight
into the individual dynamics of PA and NA, and their interindividual differences and
similarities.
Acknowedgement: We are indepted to Kim Shifren, who allowed the use of her
data set collected at Syracuse University, USA.
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Introduction

Emotions play an important role in our health and well-being (Tugade et al., 2004;
Grühn et al., 2013; Lewis et al., 2008). Dysregulation of emotions is considered
a central feature in several mental disorders (Houben et al., 2015; Wichers et al.,
2015). As there is a vast range of emotions that are in continuous interplay, the
emotional system is large and complex. To study such a system in detail, an extensive data set would be needed, with regard to both the number of emotions and
the number of time points observed. Such a data set is extremely hard to collect
and analyze, while the need for long time series increases when more emotions
are considered, as more emotions add complexity to the model, requiring a larger
sample size to estimate the model with reasonable precision. One way to make
this system easier to study, is by decreasing the number of elements, for instance
by summarizing the vast range of emotions in two affects: positive affect (PA) and
negative affect (NA).
In this article we propose a model to study the affect features of PA and NA
using intensive longitudinal measurements of multiple individuals. After this, we
showcase the model using an empirical data set pertaining to intensive longitudinal
data for PA and NA of 12 individuals, with 50 to 71 measurements per person.
While PA indicates enthusiasm, activity and alertness, NA indicates subjective
distress and aversive mood states (Watson, Clark, & Tellegen, 1988). A well-known
scale to measure PA and NA is the Positive and Negative Affect Schedule (PANAS)
(Watson et al., 1988). The PANAS consists of ten PA (e.g., inspired, excited) and
ten NA emotions (e.g., afraid, hostile), to be rated on a Likert scale of one to
five. The PANAS can be used with different temporal instructions, ranging from
moment (‘right now, that is, at the present moment’) to general (‘in general, that
is, on the average’). This allows for the PA and NA to be measured as both a state
and a trait. From a layman’s perspective PA and NA are often seen as opposites.
In contrast to this view, factor analyses of scores on the PANAS items of different
individuals indicated that levels of PA and NA are uncorrelated across individuals,
and thus can be seen as orthogonal dimensions (Watson et al., 1988). However,
within individuals – across time – levels of PA and NA are not orthogonal, and often
negatively correlated. This insight is obtained from multilevel factor analyses of
data on the PANAS with a short-term temporal instruction (e.g., moment or day)
collected repeatedly across a substantial number of time points among multiple
individuals (Merz & Roesch, 2011; Rush & Hofer, 2014).
Both PA and NA, and the correlation between these, have been the topic of a
large number of studies. PA and NA have been studied on the trait level, relating
PA to extraversion (Lucas & Fujita, 2000), average PA to social events (Lucas,
Le, & Dyrenforth, 2008), and PA and NA to stress and depression (Dua, 1993;
Erbas et al., 2014). Lately, the PANAS is more often used to examine PA and
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NA as states, resulting in studies relating the intensity of affect to stress (Scott
et al., 2014), the affect dynamics to age (Carstensen et al., 2000; Brose et al., 2015)
and the instability of affect with mental disorders (Jahng et al., 2008). When the
PANAS is used as a measure of state instead of a measure of trait, the withinperson dynamics of the affects over time are of vital importance.
To study the dynamics of affect over time, intensive longitudinal time series are
used. Combining the complexity of affect data with the nature of intensive longitudinal data, especially when considering multiple aspects of affect and multiple
individuals, requires an expansive theoretical and modeling framework. Because
affect data is strongly related to emotion data, one may use the framework as
introduced by Kuppens and Verduyn (2015) and extended by Krone, Albers, and
Timmerman (2016b). Per this framework the affects, their dynamics and their
mutual relationships are quantified as affect variability, inertia, cross-lag and intensity. In this chapter, we add to this framework affect co-occurrence, as an
expression of emotional complexity.
Affect variability, inertia, cross-lag and intensity The variability is the
extent to which the intensity of an affect changes across time. To quantify the
variability, one typically uses the within-person variance. It is important to note
that this within-person variance only quantifies the variability over the whole period measured. This type of variability may substantially differ from variability
between two consecutive time points (Jahng et al., 2008; Trull, Lane, Koval, &
Ebner-Priemer, 2015). To accommodate for possible differences in within person
variability and innovation variability, we quantify the within person variability as
the within person variance, and the innovation variability as the innovation noise
variance (see Section 6.2 for more details).
Affective inertia refers to the tendency of an affect to retain its status quo,
reflecting the resistance to change (Cook et al., 1995; Suls et al., 1998; Kuppens,
Allen, & Sheeber, 2010). The inertia is quantified via the autoregression of consecutive measurements of an affect. Confusingly, this has been incidentally denoted
as the autocorrelation (e.g., Kuppens, Allen, and Sheeber (2010), Kuppens and
Verduyn (2015)). In general, affective inertia is assumed to stay equal over time,
as we do in this chapter. This is not always the case, for example, in threshold
or regime switching models, the autoregression may change as the state changes
(Haan-Rietdijk et al., 2014; Hamaker & Grasman, 2012).
The regulation of emotions, and thus affect, happens partially through feedbackloops (Gross, 2015; Kuppens & Verduyn, 2015). This is quantified through the
cross-lag regression (Pe & Kuppens, 2012). Analogously to the term autoregression, it is sometimes mistakenly called the cross-lag correlation (e.g., Kuppens and
Verduyn (2015)). When the cross-lag regression is positive, this is called augmentation: the experience of one affect increases the strength of the other affect on a
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later time point. A negative cross-lag relation is called blunting: the experience of
one affect decreases the strength of the other affect on a later time point.
Affect intensity deals with the average strength with which an affect is experienced over time (Carstensen et al., 2000; Barrett et al., 2001). The affect intensity
may differ between individuals, and also within an individual when considering
various types of affect. We quantify the intensity as the mean score over time
(Kashdan & Farmer, 2014; Erbas et al., 2014).
Affect co-occurrence Affect co-occurrence (Ong & Bergeman, 2004), also known
as poignancy (Carstensen et al., 2000) and covariation (Grühn et al., 2013), expresses to what extent an individual may perceive high levels of PA and NA at
the same time. Affect co-occurrence has been the focus of several studies and
is often seen as an indicator for emotional complexity (Carstensen et al., 2000;
Grühn et al., 2013). Herewith, complexity is expressed by a low co-occurrence,
implying that levels of PA and NA are unrelated. Here we will denote the opposite of co-occurrence, thus experiencing PA and NA as two opposite ends of an
one-dimensional scale as negative co-occurrence.
Co-occurrence is generally quantified as the correlation between PA and NA
across time points (Carstensen et al., 2000; Ong & Bergeman, 2004; Hay & Diehl,
2011). A high, positive correlation indicates a high co-occurrence, a negative
correlation a negative co-occurrence, and a small correlation as low co-occurrence.
Quantified as such, co-occurrence is positively related with psychological resilience
and negatively with psychological stress and neuroticism (Ong & Bergeman, 2004)
and high positive co-occurrence is related with faster recovery from negative affect
(Hay & Diehl, 2011). Across studies, co-occurrences have been found in all three
categories: most studies found negative co-occurrence (Carstensen et al., 2000;
Ready, Carvalho, & Weinberger, 2008; Lucas et al., 2008; Merz & Roesch, 2011),
but positive co-occurrence (Ong & Bergeman, 2004) and co-occurrence close to
zero (Hay & Diehl, 2011) have also been found.
Quantifying co-occurrence via the correlation of PA and NA has the advantage
of using a standardized measure to express the strength of the linear relationship between PA and NA. However, a direct comparison between individuals on
the basis of correlations may be hampered by low within-person variances. Low
within-person variances reduce the size of the absolute correlation (Scott et al.,
2014), which renders the interpretation difficult. Earlier studies shows that using correlations as opposed to covariances to quantify co-occurrence may seriously
influence the results. For example, where a study using a correlation found a
positive relation between age and co-occurrence (Carstensen et al., 2000), a later
study using covariance found a negative relation between age and co-occurrence
(Brose et al., 2015) which may be explained by the lower variance in PA and NA
found in older individuals (Röcke et al., 2009). Therefore, we quantify the affect
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co-occurrence in terms of both the correlation and the covariance between PA and
NA.
Models Intensive longitudinal PA and NA data are generally bivariate, multiindividual time series data of limited length, meaning a maximum of 50 to 75 time
points per individual. In the next section we will discuss the vector autoregressive
Bayesian Dynamic Model and explain why this model is very suitable for analyzing
the type of data at hand. Furthermore, we discuss how to quantify the variability,
inertia, cross-lag, intensity and co-occurrence of affect. We proceed by presenting
three model variants for empirical PA and NA data of multiple individuals. We
close with a discussion of the model and its possibilities.

6.2

Bayesian Dynamic Linear Model

The best known model to handle multivariate intensive time series is probably
the vector autoregressive (VAR) model (Tiao & Box, 1981). The VAR model
includes all parameters mentioned in the previous section. While the VAR model
is very useful from a theoretical perspective, the estimation of the traditional
VAR model using maximum likelihood estimation or exact likelihood estimation
can be cumbersome. These methods are build upon strict assumptions, such as
stationarity and invertibility (Kendall & Ord, 1990). Furthermore, because the
extension to more than one individual is complicated computationally, one has
to resort to a separate analysis for each individual. Finally, it cannot deal with
missing data, implying that one needs some sort of imputation to complete the
time series before a VAR analysis on observed data including missings can be
applied (Liu & Molenaar, 2014).
A more flexible approach to model multivariate time series is the state space
model (SSM) (cf. Durbin & Koopman, 2012). The SSM may also be used to
estimate a VAR model. The essential difference between a VAR model and the
SSM is that the SSM allows for the modeling of a latent trend. Furthermore, the
SSM can be used with time series for which the normality assumptions do not hold,
and the inclusion of external variables in the SSM is straightforward. This implies
that the SSM gives a large range of opportunities. However, not all possibilities
are implemented yet. For example, to the best of our knowledge, a maximum
likelihood SSM for time series suffering from missing values and not meeting the
normality assumptions, is lacking so far.
In Krone et al. (2016b), we have created such a model in a Bayesian context,
using the vector autoregressive Bayesian Dynamic Model (VAR-BDM) (West &
Harrison, 1997; Krone et al., 2016b). This model combines the VAR model with
a SSM framework and Bayesian Markov-Chain Monte Carlo (MCMC) estimation.
This VAR-BDM is capable of handling the typical complexities that occur in affect
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data. Furthermore, the Bayesian framework allows for the inclusion of prior expectations in the model in a natural way. In this chapter, we discuss the VAR-BDM
for bivariate affect data and, as such, present a simplified version of the model
presented in Krone et al. (2016b). This simplified model is suitable for analyzing
the type of bivariate affect data that is common in emotion research.
Notation We denote the observed score Yi,t,n of individual n (n = 1, 2, .., N )
at time t (t = 1, 2, ..., Tn ) for affect i (i = 1, 2), where i = 1 correspond to PA
and i = 2 to NA. We use bold font as notation for vectors and matrices, e.g.
Yt,n = [Y1,t,n Y2,t,n ] is the vector containing both the PA and NA scores for
individual n at time point t. We denote the variance-covariance matrix of the time
series for individual n by Σn (2 × 2).
Link function, observation and system equations A complete VAR-BDM
contains three elements: the link function, the observation equation and the system
equation. The link function is required when it is assumed that the residuals
are not normally distributed, in which case it works similar to the link function
in generalized linear models (Nelder & Wedderburn, 1972; McCullagh & Nelder,
1989). Furthermore, the link function can be used to handle missing data. The
data set we use in this chapter does not contain missing values and we do rely
on the standard assumption of normally distributed residuals. Therefore we will
forgo the link function (i.e. apply the identity link) in this chapter and focus on
the observation equation and the system equation. A BDM with an identity link
function is also referred to as a Dynamic Linear Model (DLM; West & Harrison,
1997).
The observation equation connects the observed score vector Yt,n of individual
n at time t to the latent state vector θt,n :
Yt,n = µn + θt,n + εt,n ,

εt,n ∼ N (0, Hn ),

(6.1)

where µn (2 × 1) denotes the mean vector of both affects, θt,n (2 × 1) the latent
variable vector, εt,n (2 × 1) the white noise vector and Hn (2 × 2) the covariance
matrix of εt,n .
The system equation models the autoregression and cross-lag regressions and
the innovation over time of the latent variable vector θt,n :
θt,n =

θt−1,n × Φn + ηt,n ,

ηt,n ∼ N (0, Qn ),

(6.2)

where Φn (2 × 2) is the auto/cross-lag regression matrix, ηt,n (2 × 1) is the innovation vector and Qn (2 × 2) the covariance matrix of the innovation. A graphical
representation of the model expressed in Equations 6.1 and 6.2 for a single individual n can be seen in Figure 6.1.
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Figure 6.1: Schematic representation of the model as expressed in Equations 6.1
and 6.2 for a single individual n (subscripts left out for clarity reasons) and i = 1, 2
affects.
Concept

Quantification

Parameter

innovation variability

Innovation of Yi,n

Qii,n

within person variability

Variance of Yi,n

Σii,n

Inertia
Affective cross-lag
Intensity
Co-occurrence

Autoregression
Cross-lag regression
Mean estimated score
Covariance of Yij,n
Correlation of Yij,n

Φii,n
Φij,n
µi,n
Σij,n
Cor(Yij,n )

Table 6.1: Quantification of emotion dynamics features for affect i, in relation to
affect j where applicable, in the notation of Equations 6.1 and 6.2.

For large data sets, one may decide to let Hn , Qn and/or Φn be time-dependent
according to some pre-defined structure. However, with time series of lengths
typical in affect research, the amount of data is insufficient for such complex data
structures, which is why we keep these matrices constant over time.
Having defined our BDM-VAR, we can link theory and application for the
affect features. In Table 6.1 we show the quantification of the different features,
using the parameters of the VAR-BDM. The innovation variability is expressed via
Qii,n , and the within person variability for individual n and affect i is expressed
via Σii,n . For individual n, the autoregression of affect i is Φii,n , and the cross-lag
regression is Φij,n for the cross-lagged effect of affect i on affect j. The intensity
for individual n on affect i is the mean µi,n . The co-occurrence is expressed via
the covariance and the correlation of Yi,n and Yj,n . In the next paragraphs, we will
discuss the choice of priors and the identification in and application to empirical
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data.
Priors As any Bayesian model, the VAR-BDM requires priors set by the researcher. If one has strong expectations about the results to be expected, e.g.
based on previous results, one can accomodate these expectations through the
eliciting of the priors. If there is little information on what is to be expected, a
weak informative or non-informative prior may be used (Gelman, Carlin, et al.,
2013). An overview of methods for eliciting priors is provided by Garthwaite,
Kadane, and O’Hagan (2005), the priors we choose in this chapter are motivated
in Section 6.3.2.
Model convergence The VAR-BDM presented here is a fairly complex model.
This may lead to estimation problems due to too little data in comparison to the
complexity of the model, or to identification issues, where more than one solution
fits the model (almost) equally well. Both of these will result in non-convergence,
which implies that the estimation procedure has failed to find a single, optimal
solution.
To check the convergence of a model, we can use the potential scale reduction
factor, R̂, and visual inspection of a trace plot. The R̂ shows the ratio of the
maximum expected change in a parameter when the number of iterations is doubled; an (ideal) value of 1 indicates that no change is expected (Gelman & Rubin,
1992; Stan Development Team, 2016). A trace plot shows the Bayesian Monte
Carlo Markov Chain (MCMC) estimates for each parameter at each iteration. At
convergence, the estimates over iterations are highly similar across chains, except
at the fringe.
Model selection To compare model variants, it is advisable to use a combination of two strategies. First, the model variants can be compared using the
estimated parameters or the noise, to see which parameters show the most preferable properties. For example, the white noise and innovation variance are preferred
to be small, indicating a proper model fit. This may also be assessed by comparing
the error between the observed and estimated scores, also known as white noise,
between the different models. On the other hand, model parameters which are
close to zero may be superfluous, thereby unnecessary complicating the model.
Second, global fit criteria may be used, which generally combine the loglikelihood and number of parameters of model for the used data set. The WatanabeAkaike Information Criterion (WAIC) closely follows the Bayesian methods, as it
takes into account the whole posterior distribution as opposed to just the point
estimates used in the Aikake information criterion and the Bayesian information
criterion (Gelman, Hwang, & Vehtari, 2013). This makes the WAIC the most
suitable information criterion for comparing VAR-BDM variants. As for any in-
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formation criterion, smaller values of the WAIC indicate a better fit. Two models
can be compared by calculating the difference in WAIC and the corresponding
standard error (Gelman, Hwang, & Vehtari, 2013).

6.2.1

Model estimation

The models are estimated using Bayesian MCMC estimation. For the MCMC estimates we use Hamiltonian Monte Carlo (HMC), a generalization of the MetropolisHastings algorithm (Metropolis et al., 1953; Hastings, 1970) that allows for an
efficient estimation of the parameters (Gelman, Carlin, et al., 2013). This is incorporated in the software RStan (Stan Development Team, 2015; R Core Team,
2015). For the calculation of the WAIC we use the package ’loo’ for the program
R (Vehtari et al., 2015).

6.3

Empirical study

To illustrate the bivariate VAR-BDM, we reanalyze data from twelve individuals
who completed the Positive and Negative Affect Schedule (PANAS; Watson et
al., 1988) questionnaire on a daily basis for 53 to 70 consecutive days (Shifren,
Hooker, Wood, & Nesselroade, 1997). These individuals were all diagnosed with
Parkinson’s disease and between 59 and 81 years of age (Mean = 68.75, SD = 7.24)
at the time. The PANAS consists of 20 items, which make up two scales: positive
affect (PA) and negative affect (NA). Each item is rated on a Likert scale from
1 to 5, giving a range of 10 to 50 for both PA and NA. We use three variants of
the bivariate VAR-BDM to analyze the PA and NA, after which we compare the
models and interpret the results.

6.3.1

Models

The three models used in this chapter are defined through the observation and
system equation of the VAR-BDM, as discussed in Section 6.2.

Model 1 Model 1 is the vector-autoregressive lag 1 model as expressed in Equations 6.1 and 6.2. Inclusion of the white noise next to the innovation error improves
the estimation of the autoregression (Schuurman et al., 2015). However, it may
also introduce estimation issues due to the extra complexity introduced in the
model. To allow for the inclusion of white noise without raising estimation issues,
we set Hn , the variance-covariance matrix of the white noise, equal to the identity
matrix for all measured time points.
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Figure 6.2: The observed scores on PA and NA for all individuals

Model 2 In Model 2 we add a weekly cycle to see whether we find an effect
of day of the week in our sample. Earlier studies found evidence for a weekly
cycle in mood data (e.g., Larsen & Kasimatis, 1990; Egloff, Tausch, Kohlmann,
& Krohne, 1995; Harvey et al., 2015). However it is questionable whether this is
indeed experienced or due to bias in expectancy and remembering (Areni, 2008;
Croft & Walker, 2001). For Model 2, the observation equation remains equal to
the one in Model 1, but an autoregressive element with lag 7 is added to the system
equation:
θt,n = θt−1,n × Φ1,n + θt−7,n × Φ2,n + ηt,n ,

ηt,n ∼ N (0, Qn ),

(6.3)

where Φ1,n (2×2) is the auto/cross-lag regression matrix for lag 1 and Φ2,n (2×2)
is the auto/cross-lag regression matrix for lag 7.
Model 3 For Model 3 we add a moving average parameter to the white noise.
Earlier studies showed that the noise in time series data is often not independent
between moments (Goldstein et al., 1994; Goldstein, 2011). Therefore, adding a
moving average parameter, i.e., an autoregression of the noise, may improve the
model fit. The system equation is equal to the one of Model 1. The moving average
element is added to the observation equation:
yt,n =

µn + θt,n + εt−1,n Ψn + εt,n ,

εt,n ∼ N (0, I),

(6.4)

where Ψn (2 × 2) is a diagonal matrix holding the moving average parameters.

6.3.2

Priors

We have to set the priors for µn , Qn , and for the elements of Φ·,n and Ψn . For
the parameter µn , we set a normal prior with mean 25 and standard deviation 15,
allowing for posterior means in the whole range of the possible values of PA and NA
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Figure 6.3: R̂ scores for all parameters per model.

while still allowing for an emphasis on the lower scores, as found in a histogram
of all observed values in Y·,·,· (see Figure 6.2). The prior of the autoregression
parameters Φ·,n and Ψn is set to a symmetrized reference prior (Berger & Yang,
1994), which needs no hyperparameters. For the covariance matrix we used a
LKJ-correlation prior for the correlation matrix, combined with a Cauchy(0,2.5)
prior for the scale parameter.

6.4

Results

As a visual aid when discussing our results, we use violin plots, which display
the individual values through dots and a corresponding smoothed density through
the colored area. Where possible, the variables are connected by lines for each
individual, showing the relations of the estimations between different models or
between different variables.
To express the relations between parameters across individuals, we use Spearman’s rank correlation coefficient. The computed correlations will be accompanied
by Bayes Factors (BFs) as calculated with the method discussed by Wetzels and
Wagenmakers (2012). Throughout, we will report only the BF01 values, simply
denoted by BF. The BF10 values can be found by taking the reciprocal. For each
of these correlations, a BF below 1 is relative evidence for the null hypothesis of
zero correlation versus the two-sided alternative. When a BF is between 0.33 and
3.00, the evidence for either H0 or H1 is considered merely anecdotal.

6.4.1

Convergence

The model convergence is assessed by the R̂ and the trace plot of the parameters.
As can be seen in Figure 6.3, the convergence differs strongly between the three
models. Where Models 1 and 2 show a maximum R̂ of 1.19 and 1.27 respectively,
Model 3 shows a maximum R̂ of 21. It is remarkable that the nine highest R̂ values
found for Model 3 are from parameters of Individual 5, as are the two highest R̂
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(B) Within person variability
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Figure 6.4: Individual scores for (A) innovation variability per model and (B)
within person variability for PA and NA.
Model 1
Innovation variability
Inertia
Cross-lag
Intensity

Model 2

Model 3

0.51(0.91) 0.51(0.91) 0.53(1.05)
-0.25(0.29) -0.09(0.22) -0.16(0.24)
0.52(0.96) 0.48(0.77) 0.67(3.72)
-0.20(0.26) -0.54(1.11) -0.26(0.30)

Table 6.2: Spearman’s correlation between estimated parameters for positive and
negative affect with the Bayes factor in parentheses

values for Model 2. The highest R̂ for any other individual in Model 3 is 1.22.
This suggest that for Individual 5 Model 3 is not identified, and Model 2 is only
just identified. The trace plots confirm these results. As for all models, at least
90% of the R̂ is below 1.10, and since we are working with complicated data and
models we consider the convergence of the models acceptable.

6.4.2

Affect measures

Affect variability The innovation variability, as denoted by the innovation variance Qii,n , is shown in Figure 6.4, panel (A). When following the lines between the
individuals Qii,n per model, it is clear that the different models estimate similar
values of Qii,n . Further, PA shows a much smaller range of innovation variance
than NA does. In Table 6.2, the innovation variability correlation (i.e., the correlation between the innovation variances of PA and NA) is presented for the three
models. As can be seen, the innovation variability correlation shows a trend towards a positive correlation, although the BF indicates anecdotal for evidence for
both H0 (Model 1 and 2) and H1 (Model 3) .
The within person variability is the variance of the time series, and hence does
not depend on the specific model considered. As can be seen in panel (B) of Figure
6.4, the variances of PA and NA are about similarly distributed. The correlation
between the variances of the two affects across individuals is 0.72 (BF = 6.93),
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Figure 6.5: Individual scores for affect inertia and affective cross-lag for PA and
NA.
giving substantial evidence for a positive correlation. It is noteworthy that the
outlier towards higher values for the variances is the same individual as the outlier
towards higher values for innovation variances for PA and NA.
Affect inertia The inertia, or the tendency to retain status quo, is expressed
through the autoregression and displayed in panel (A) of Figure 6.5. In general, the autoregression is slightly higher for PA than for NA in all three models.
The Figure clearly demonstrates large differences between individuals: nearly the
whole positive range [0, 1] for these correlations is covered. Further, the individual
autoregressions for PA are focused in the upper range, while the individual autoregressions of NA are more evenly distributed. In Table 6.3 it can be seen that
for most individuals the 95% credible interval (CrI) of the autoregression does not
include zero, giving evidence that an effect is indeed present for most individuals.
In Table 6.2, it can be seen that the correlation between the autoregressions of PA
and NA across individuals show a slight trend towards a negative correlation. The
associated BF for all models indicate substantial evidence for a zero correlation.
For both PA and NA, several individuals show different estimated autoregressions
in the different models, indicating that this parameter is influenced by the inclusion
of a seasonal or moving average effect.
Affect cross-lag The cross-lag regression is shown in panel (B) of Figure 6.5,
where positive values express augmentation and negative values express blunting
effects over time. The cross-lag effect for NA on PA differs greatly across individuals, with values between −0.87 and 0.59 across the different models. As can be
seen, the cross-lag regression for the lagged effect of PA on NA is mostly centered
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Negative affect

Positive affect

Negative affect
on positive affect

Positive affect
on negative affect

Elements of Φ1,n
Model 1
Model 2
Model 3

9
8
8

10
10
9

Model 2

1

0

3
3
3

3
2
3

Elements of Φ2,n
0

0

Elements of Ψn
Model 3

0

0

Table 6.3: Number of individuals for whom the 95% CrI of the estimated parameter
excludes zero.
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Figure 6.6: Individual scores for intensity for PA and NA.

around zero, with two negative outliers. For both cross-lag effects, the 95% CrI
includes zero for at least nine out of twelve individuals, as shown in Table 6.3. As
can be seen in Table 6.2, the correlations between the two cross-lag effects over
individuals are positive, with for Model 1 and 2 anecdotal evidence in favor of a
zero correlation between the two cross-lag effects, and for Model 3 substantial evidence in favor of a positive correlation. It is noteworthy that the individual with
the highest augmenting cross-lag regression of NA on PA shows also the highest
augmenting cross-lag regression for PA on NA.

Affect Intensity The intensity, expressed as the posterior estimated mean, is
shown in Figure 6.6. In general, a higher mean is found for PA than for NA.
The posterior estimated mean shows some differences between the models, where
Model 1 and 3 are more in concurrence with each other than either is with Model
2. As can be seen in Table 6.2, the correlation between the means of PA and NA is
slightly negative, with substantial evidence in favor of a zero correlation for Model
1 and 3, and anecdotal evidence for a negative correlation in Model 2.
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Figure 6.7: Individual scores for seasonality and moving average for PA and NA.

Affect co-occurrence The co-occurrence is expressed as the correlation or covariance between the time series. These measures are independent of the model
considered, as with the within person variability. As can be seen in panel (B) of
Figure 6.6 with the left axis for correlation and the right for covariation, the cooccurrence is negative for almost all individuals. The correlation between two the
co-occurrence measures is rather high as expected, at 0.95 with a BF of 22913.63,
giving decisive evidence for the presence of a non-zero correlation.

Seasonality In Model 2, we included a seasonality parameter Φ2,n , indicating
a weekly cycle. In this parameter we allowed both an autoregression, indicating
inertia, and a cross-lag regression, indicating augmenting and blunting. As can
be seen in panel (A) of Figure ??, the autoregression is around zero for most
individuals. The correlation between the individuals’ autoregression for NA and
PA is −0.52 (BF = 0.96). The cross-lag regression is more spread out, especially
for the lagged effect of NA on PA. For almost all individuals, the estimated 95%
CrI of all elements of Φ2,n included zero, as shown in Table 6.3. The correlation
between the cross-lag of NA on PA and of PA on NA for lag 7 is 0.03 (BF = 0.21),
giving substantial evidence in favor of H0 .

Moving average In Model 3 we included a moving average parameter, to account for a possible correlation in white noise. As can be seen in panel (B) of Figure
??, the posterior mean for this moving average parameter is generally small, with
only three values larger than |0.05|. For all twelve individuals, the 95% CrI of
the moving average parameter for both PA and NA includes zero, as can be seen
in Table 6.3, indicating that it is questionable whether this effect indeed differs
from zero for most individuals. The correlation between the individuals’ moving
average parameter for NA and PA is 0.49 (BF = 0.80).
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Model comparison

We used three different models for the analysis, which we compare using the absolute error, innovation noise and the WAIC.
Absolute error As we set the white noise variance to one for each model, we
cannot compare these across models. As an alternative, we use the absolute error.
The absolute error is calculated as the absolute value of the εt,n as defined in
Equation 6.1. Table 6.4 lists the mean absolute errors (MAE) for the three models.
Whereas Model 1 and Model 2 have quite similar MAE, Model 3 shows a lower
MAE, indicating a better model fit. A paired t-test between Model 1 and Model
2 on the absolute error, gives a BF of 0.16, substantial evidence in favor of H0 ,
indicating no difference between the two variables. However, when performing a
paired t-test on the absolute error between Model 1 and Model 3, a BF of 62, 955.55
is given, giving decisive evidence for a difference between the two variables, for
Model 2 and Model 3 a BF of 101.06 is obtained, also indicative of decisive evidence
in favor of a difference.
Innovation variance Where the absolute error indicates the noise in the observation equation, the innovation variance is indicative of the noise in the system
equation. When comparing the innovation noise of the three models, as done in
Section 6.4.2, we see small but consistent differences between the models. In general the innovation variance for Model 3 is slightly higher than for Model 1 and 2,
both for PA and for NA. This may be an indication that Model 3 shows a better
estimation of the parameters in the observation equation, being µn and Θn , but
not necessarily a better estimation of the parameters in the system equation, being
Φn .
WAIC For each of the models, the WAIC is reported in Table 6.4. The WAIC is
based on the loglikelihood of the full model, which is the sum of the loglikelihood
for the observation and system equation in the VAR-BDM. Models 1 and 2 are
comparable with regard to fit, with a difference in WAIC of 28.5 (standard error(SE) = 21.4). Model 3 shows the best fit of the three models, with a difference
in WAIC with Model 1 of 1016.2 (SE = 144.0) and Model 2 of 1045.4 (SE = 144.0).
As the model comparison of both the mean absolute error and the WAIC point
to Model 3 as the best fitting model, we use this model to assess the relations
between the parameters.

6.4.4

Relations between parameters

Using the parameter estimates of Model 3, we can consider the relations between
the estimated parameters. As can be seen in Table 6.5, four out of the 12 corre-
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Model

MAE (SE)

WAIC (SE)

Model 1
Model 2
Model 3

0.44 (0.03)
0.41 (0.03)
0.32 (0.04)

13,179.6 (121.6)
13,208.6 (122.8)
12,163.3 (194.7)

Table 6.4: Mean absolute error (MAE) and WAIC per model.
Negative affect
Innovation

Within person

Inertia

Intensity

0.15 (0.24)

0.68 (4.04)

0.32 (0.36)

0.74 (9.43)

Positive affect
Innovation variability
Within person variability
Inertia
Intensity

0.91 (766.15)
0.85 (97.53)
0.17 (0.25)
-0.12 (0.23)

0.35 (0.40)
0.12 (0.23)

0.43 (0.58)
0.39 (0.48)

Table 6.5: Spearman’s correlation between parameters for negative affect (upper
triangle) and positive affect (upper triangle), with the accompanying BF in parentheses.

lations for both PA and NA between the measures show only anecdotal evidence
towards either H0 or H1 . Four show substantial evidence towards H0 , three for PA
and one for NA. That is, for PA, the correlations between innovation variability
on the one hand and inertia and intensity on the other hand, and the correlation
between within person variability and the intensity, show substantial evidence towards H0 . For NA, the correlation between inertia and innovation variability shows
substantial evidence for H0 .
Substantial evidence in favor of H1 is found for the correlations between the
intensity for NA on the one hand, and the innovation and within person variability
for NA on the other. The correlation between intensity and variability for NA
may be related to the fact that the intensity is generally lower for NA, generating
a floor effect which keeps the variability low for those who score low on NA.
For PA, very strong evidence is found for a correlation between short and within
person variability. For NA, decisive evidence is found for a correlation between
innovation and within person variability. The correlations between within person
and innovation variability for both PA and NA confirm that these are two related
aspects.
A correlation between co-occurrence and cross-lag regression may be present,
as both deal with the relation between the two affects. Since the covariance is
strongly influenced by the variance, we use the correlation as measure for cooccurrence here. The correlation between the contemporary correlation of PA and
NA, and the cross-lag effect of NA on PA is 0.67 (BF = 3.72), for the cross-lag
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effect of PA on NA the correlation is 0.85 (BF = 80.10). This implies that the
contemporary and lagged relations between PA and NA may not be independent
of each other.

6.4.5

Conclusion

The results indicate that the best fitting model is Model 3, which includes the
moving average parameter. This is in line with the assumption that the white noise
of a time series is often autocorrelated. However, Model 3 may not be identified
for all time series, as shown for Individual 5. We found that the difference in
variability between PA and NA is small, with a lower variability for NA than for
PA. The inertia is, on average, slightly higher for PA than for NA and the cross-lag
effect of PA on NA is smaller than the effect of NA on PA. The intensity is higher
for PA than for NA and the co-occurrence is negative for almost all individuals.
The seasonality shows small auto- and cross-lag regressions in most cases, and does
not improve model fit. Adding a moving average parameter improves the model
strongly, even though only some individuals show a moving average parameter
larger than 0.05.

6.5

Discussion

In this chapter we discuss the application of the vector autoregressive Bayesian
dynamic model (VAR-BDM) to positive affect (PA) and negative affect (NA) data.
Using this VAR-BDM on the bivariate affect data, we can estimate innovation
variability, within person variability, inertia, cross-lag, intensity and co-occurrence
of PA and NA. In the empirical application, we compared three model variants
for an empirical intensive longitudinal data set of twelve subjects on positive and
negative affect. Model 1 was an AR(1) model, for Model 2 we added a weekly cycle
to the AR(1) model, and for Model 3 we included a moving average parameter for
the white noise.
The PANAS has been studied thoroughly (e.g., Hay & Diehl, 2011; Ong &
Bergeman, 2004; Merz & Roesch, 2011), but not yet with a model as complete as
done in this chapter. The multisubject, bivariate analysis encompassing several
features of the PANAS allows for a complete study of the dynamics of PA and
NA. In this way, we contribute to the analysis of emotional complexity, of which
co-occurrence of PA and NA is often deemed to be an important part (e.g., Barrett
et al., 2001; Grühn et al., 2013; Scott et al., 2014).
We compared three models differing in complexity. When comparing the models, the effect of the weekly cycle as used in Model 2, does not improve the model
fit. This is in concurrence with the theory that there is no observable weekday
effect (Areni, 2008; Croft & Walker, 2001), even though this may be perceived
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in hindsight, or anticipated. The moving average parameter added to the AR(1)
model in Model 3, does significantly improve model fit. This is in concurrence with
the theory that the white noise in intensive longitudinal data is not independent
over time, but is often autocorrelated (Goldstein et al., 1994).
As earlier studies focus on the relation of PA and NA with other factors,
such as age (e.g., Carstensen et al., 2000; Hay & Diehl, 2011; Ong & Bergeman, 2004), there is very little material to compare our results to. One aspect
that has been studied, is the co-occurrence. However, the results with regard to
this differ strongly across studies. In earlier studies, negative correlations, no correlation or even a positive correlation was found for the combination of PA and
NA (Carstensen et al., 2000; Hay & Diehl, 2011; Ong & Bergeman, 2004). We
found negative co-occurrence for all but one individual.
With our model, we strive to add to the research on affect dynamics, and to aid
further research. The model allows for the analysis of large data sets containing
bivariate PA and NA measurements, but also for the analysis of small data sets.
When the PANAS is used, results from different studies using this model are comparable for all features mentioned, i.e., the variability, inertia, cross-lag, intensity
and co-occurrence. Further more, the flexibility of the model allows for inclusion
of external variables on any of the used parameters (e.g., Krone et al., 2016c).
In this chapter we aim at a complete study of the structure of the PANAS,
using a flexible and complete model. One issue that arises, is that our chosen
model is not identifiable for all possible data sets, as shown by the convergence
issues pertaining Individual 5. This may be an indication that it is important to
find a fitting model for each individual, or accept a less well fitting model that is
identifiable for all. The latter would be, in this case, the VAR-BDM with only an
AR(1) parameter we used as Model 1. A future study may focus on the difference
in model fit between different individuals. This may be linked to external variables,
such as age, gender or stress levels.
The VAR-BDM we propose is time independent, meaning that all variables are
assumed to be equal over time. As former studies established that the dynamics
may be dependent on stress (Scott et al., 2014), age (Carstensen et al., 2000) and
other external factors, it may be beneficial to allow the model to change over time.
This can be done by making parameters dependent on external variables, or by
applying treshold or regime switching models (Haan-Rietdijk et al., 2014; Hamaker
& Grasman, 2012). These models allow for different latent state, each with their
own parameters. However, it should be taken into account that for each latent
state a number of observations is needed to estimate the added parameters.
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Conclusion
The aim of this thesis was to study time series analysis in psychology. To narrow
the focus in such an extensive field, the focus was lain on AR(1) models and the
challenges of empirical data analysis. In this conclusive chapter, I will discuss
the issues raised in the first chapter. After this, I will close this thesis with some
recommendations for further studies.

7.1
7.1.1

Estimation of the autoregressive model
The difference between the estimators

The first question posed was: which estimator is preferred for AR(1) data? To answer this question, I compared several estimators for univariate, single individual
data using a simulation study. I analyzed the data using six estimators: the r1 estimator (Yule, 1927; Walker, 1931; Box & Jenkins, 1976), C-statistic (Young, 1941),
ordinary least squares estimator (OLS), maximum likelihood estimator (MLE) and
Bayesian Markov Chain Monte Carlo (MCMC) estimator using either a flat prior
(Bf ), or a symmetrized reference prior (Bsr ).
I compared the estimators under several conditions, varying the length of the
time series between 10 and 100 time points, and varying the true autocorrelation
between −0.90 and 0.90. This showed that the distinction is not between Bayesian
and frequentistic methods, but between iterative and closed form methods. The
iterative methods, i.e., MLE, Bf and Bsr , showed better results with regard to
the bias of the estimated autocorrelation. The closed form estimators showed a
smaller variability for the estimators. However, the variability of the iterative
estimators decreased strongly as the number of time points increased, decreasing
the difference between iterative and closed form estimators for longer time series.
Comparing the two Bayesian estimators showed that Bsr is to be preferred over
111
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Bf . This led to the conclusion that the MLE and Bsr merit further study.
In two subsequent studies I compared the MLE and the Bsr . The first study
was aimed at the robustness of the estimators, examining the effect of underspecification by using an AR(1) to analyze ARMA(1,1) data. Again, I varied several
parameters, being the number of time points (25 or 50) and the size of both the
AR(1) and MA(1) parameters (between −0.90 and 0.90). The differences between
the two estimators were small and inconsistent over the conditions. In general,
the Bsr showed a slightly larger variability and bias then the MLE. However, the
difference is too small to draw strong conclusions as to the difference in robustness
of the estimators.
The second study compared the MLE and Bsr for multiple individuals using
a simulation study. Here, I compared a total of four estimators, analyzing the
data with both estimation methods under a random coefficients model and a fixed
effects model. As with single individual data, the multiple individual data was
simulated under several conditions, varying the number of individuals (10 or 25),
the length of the time series (also 10 or 25), and the mean (−0.60 to 0.60) and
standard deviation (0.25 or 0.40) of the true autocorrelation distribution. The
differences between the estimation methods were small to negligible. However,
the differences between the random coefficients model and the fixed model were
substantial. The random coefficients model shows better results for five out of
the six measurements, making it the preferred model over the fixed model where
possible, be it estimated with MLE or Bsr .
In conclusion, both the MLE and the Bsr show promising results in estimating
the autocorrelation of AR(1) data. The difference between the two is small, where
the Bsr shows a smaller bias and the MLE a smaller variability. When analyzing
multiple individuals, it is advised to use the random coefficients model instead of
the fixed coefficients model where possible.

7.1.2

The effect of data properties on the estimation of the
AR(1) model

The second question I sought to answer is: what is the influence of data properties
on the estimation of the AR(1) model? In the first two studies, the estimators
were compared using data simulated under different conditions. This allows for
a comparison of the bias, variability and power with regard to the length of the
time series, the number of individuals in a dataset, and the mean and standard
deviation of the true autocorrelation.
The most prominent effect is found for the length of the time series, especially
for single individual data. As expected, the bias and the variability become smaller
as the time series becomes longer. An often asked question is how long the time
series must be to get a fairly trustworthy estimation. For an univariate, single
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individual dataset, a length of 50 time points is generally advised for an AR(1)
model (Box & Jenkins, 1976). While the Bsr shows a small bias for time series as
short as 25 time points for most autocorrelations, 40 and preferably 50 still is the
advised number of time points. This is due to the variability, which is still rather
high at 25 time points.
For the random model used on multilevel data sets, the length of the time series
is about as important as the number of individuals included. As either the number
of individuals or the number of time points increases, the bias and the variability
decrease. The required sample size depends on the size of the standard deviation
of the autocorrelation. In my studies I found that for samples with little variability
in the autocorrelation, i.e., a standard deviation of 0.25 or less, the random model
may produce results with an acceptable size of bias when either the number of
time points or the number of individuals is at least 25, while the other one of
the two is at least 10. For samples with more variability in the autocorrelation
autocorrelation, i.e., a standard deviation of 0.40 or less, the random model may
produce results with an acceptable size of bias when both the number of time
points and the number of individuals is at least 25.
For the fixed model, the effect of the number of individuals is small, while the
effect of the number of time points is similar to that for the single individual design.
The results of the fixed model are comparable with those of the univariate, single
individual data. Taking this into account, it is advisable to follow the guideline of
50 time points for the fixed model, regardless of the number of individuals included.
The mean and standard deviation across individuals for the true autocorrelation influence the estimation of the model, but are outside the influence of the
researcher. For the single individual study we varied the true autocorrelation of
the series between −0.90 and 0.90, with a fixed standard deviation of zero within
the population. For the multilevel study we varied the autocorrelation between
−0.60 and 0.60, with a standard deviation of either 0.25 or 0.40. Over both studies,
the bias decreases and the variability increases when the autocorrelation becomes
closer to zero. The power increases as the autocorrelation is further from zero. For
the standard deviation of the autocorrelation, as compared in the multilevel study,
the variability and the bias increase as the standard deviation becomes higher. The
power decreases for a higher standard deviation of the autocorrelation.
Finally, a short robustness study was done on univariate, single individual data,
to see the effect of underspecifying a model. The results show that the effect of
underspecification increases with the size of the unmodeled parameter, and affects
the bias, variability, rejection rate and power when compared to the results for the
justly specified AR(1) model. The estimated variability of the autocorrelation in
the data used for this study became smaller for a longer time series. The effect of a
longer time series on the bias was small and dependent on the estimation method
and the size of the autocorrelation. With regard to the data properties, detecting
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misspecification is more important than the length of the time series.
In conclusion, the properties of the data strongly influence the estimation of
the autocorrelation. As the number of time points and individuals are the only
factors which can be influenced by the researcher, we focus our answer on these.
First, for univariate, single subject studies as for multilevel studies following the
fixed model, at least 50 time points are advised. However, this may still provide
results with a low power and high variability if the true autocorrelation is small.
For univariate, multiple individual data sets which are analyzed using the random
coefficients model, it is advisable to strive for 25 individuals with 25 time points
each. Especially when the expected mean of the autocorrelation is close to zero,
and the standard deviation of the autocorrelation in the population is expected to
be high.

7.2
7.2.1

Empirical data analysis using the BDM
Practical issues in time series analysis

Studying empirical time series data poses certain challenges, such as properly
including in the model trends, dynamics and external variables and dealing with
missing data and non-normally distributed residuals. While the other possible
models were unable to deal with some or all of these issues, the BDM can implement
all elements needed to handle this in one model, as shown in Chapter 4. In the
following section, each of the issues found is posed and then I show how this may
be handled using the BDM.
As discussed in the introduction, the trend and the dynamics of the data must
be studied in order to create a fitting model. The BDM has shown to be capable
of both. The trend may be studied by inclusion of a slope, as shown in Chapter 4
pertaining to the panic attack data. The model dynamics, such as the autregression
for the score and the white noise, may be implemented as a model element. The
BDM also allows for a combination of the trend and the dynamics, which is shown
in Chapter 4. Here we complement the linear model with an autregression element
for the noise. It is important to keep in mind that adjusting the model may
influence the identifiability of the model.
An important issue for empirical data is missing data, especially in time series
analysis. Commonly, the amount of incomplete data substantially increases with
larger numbers of scheduled time points. The BDM can handle both incidental
missing data and drop outs. The incidental missing data is handled through application of the link function. However, large amounts of missing data introduce
uncertainty in the parameter estimates. When a drop-out occurs, the analysis is
stopped for that series.
The BDM can deal with non-normally distributed residuals. For an observed
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variable, the link function can be implemented in the same manner as used in generalized linear models (Nelder & Wedderburn, 1972; McCullagh & Nelder, 1989).
It must be noted that using a link function may increase the amount of data needed
to obtain a model that can be estimated.
Furthermore, the BDM allows for the inclusion of external variables in two
ways. First, the external variable can be included as an active covariate. As an
active covariate, it may influence the estimation of the model. This is done in
Chapter 4, where the slope for each individual is dependent on the treatment and
the presence of agoraphobia. Second, the external variable can be implemented
post-hoc. Using a variable post-hoc does not influence the estimation, but allows
to compare the results with regard to an external variable. Again, this was shown
in Chapter 4. The external variable for both active and inactive covariates may
be time dependent or independent.
Finally, the BDM allows for easy comparison of different models. Often a
researcher has a general idea whether to look for a trend, or which dynamic is
most likely present in the data. However, this still allows for some fine-tuning of
the model, such as adding an autoregression for the white noise or including an
external variable. To study the result of these modifications, one can compare
different models. To compare the likelihood, the Watanabe-Aikake information
criterion (WAIC) (Watanabe, 2010) may be used. The WAIC is very well adapted
for comparing the likelihood of Bayesian estimated models, as it uses the whole
distribution instead of only the point estimation of the parameter. Further, as we
like to have as little noise as possible, the white noise and the innovation noise may
be compared between models. Finally, the distribution of the model parameters
may be studied to exclude superfluous variables.
In conclusion, several challenges may be found in empirical data analysis. The
challenges I found were defining both trend and dynamics, the handling of missing
data, the presence of non-normally distributed residuals, the inclusion of external variables and the model selection process. As shown, the BDM can handle
all of these challenges. However, the presence of these challenges may result in
convergence problems due to lack of data or identifiability issues.

7.2.2

Integrating psychological hypotheses into the BDM

In psychological research, models are used to quantify hypotheses. In Chapters
4, 5 and 6 I explored the possibilities of the BDM with regard to the quantification of hypotheses, and the integration between a psychological hypotheses and
frameworks, and the statistical model.
In Chapter 4, I created a model which would fit the hypothesized effects in the
data. Here it was hypothesized that the slope was influenced by the presence of
agoraphobia and the treatment the individual received. By comparing two models,
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I was able to study the effect of the pre-treatment symptoms on the intercept of an
individual. Using the BDM, I found that there is a difference between treatments
with regard to the decrease in symptoms over time. Individuals who received
only behavioral therapy showed a slower decrease in symptoms than individuals
receiving medication or both medication and behavioral therapy. The presence of
agoraphobia had no clear effect on the decrease in symptoms over the different
treatments.
In Chapter 5, I put the emotion dynamic features framework as discussed by
Kuppens and Verduyn (2015) into one model. To this end I quantified within
person and innovation variability, granularity, inertia, cross-lag correlation and
the intensity of the emotions in one model. To this end, I used the VAR-BDM,
which can handle the multi-individual, multivariate dataset with missing data.
Thus the link was lain between a psychological framework, represented by the six
emotion dynamic features, and the statistical model used to analyze the data. All
of the features were quantified in one model, allowing for an easy comparison of
the six features between the different individuals and emotions included in the
dataset.
In Chapter 6, I adapted the framework of Kuppens and Verduyn (2015) for
affect data. Again, I used the VAR-BDM to analze the multi-individual, bivariate
data. Apart from quantifying the six affect features defined, I aimed to see whether
there was a weekday effect in the data. This weekday effect is hypothesized on
the basis of earlier studies, where there is no clear consensus whether it exists
or not. Furthermore, I checked the presence of a moving average effect, i.e., an
autoregression in the error. While this is not firmly based in affect theory, it is
known that in time series the error is often autocorrelated. The weekday effect was
not found in this data, but including the moving average effect improved the model.
This combined into a model which included both the psychological framework
on affect, given by the interpretation of the parameter of the VAR-BDM, and
the statistical theory on modeling time series data, given by the inclusion of the
autoregression in the white noise.

7.3

Important points when studying time series

The aim of this thesis was to discuss the limitations and explore the possibilities
of psychological time series analysis. However, through the writing of this thesis
several points sprang out that beg for attention but I could not elaborate on.
These points are, in general, applicable to the analysis of time series data with any
model.
The advised data points needed to analyze a data set with a certain model are
specific for that model. In this thesis I only structurally studied a simple AR(1)
model, with univariate data. The demands for a more complex model may be very
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much larger. However, little is known about this, apart from the notion that an
increase in parameters demands an increase in data points. As such, it is important
to check for convergence when analyzing any time series data set and to take into
account the uncertainty of the estimated parameters. This should also be taken
into account when designing and planning an empirical study. A wise strategy
may be to perform a simulation study to find the minimal sample size needed to
estimate the preferred model, before deciding on the preferred sample size.
Further, the model comparison is heavily dependent on the choices made by
the researcher. While there are several ways to compare models, it is impossible
to say whether the optimal model has been found. When all models misspecify
the data, the best fitting model will just be the least bad model out of several
bad models. It is thus advisable to check for the presence of important trend and
dynamic elements before modifying the lesser elements, such as the dependent on
external variables.
I found that a model that fits most of the data, may not fit all of the data. For
example, in Chapter 6, a general fit comparison shows that Model 3 fits the data
better than Model 1 and 2. However, one individual out of the 12 individuals shows
strong convergence problems for this model. For this individual, the estimation of
Model 3 does not converge, indicating that the data of this individual may better
fit Model 1 or 2. Taking this into account, it is important to not only compare a
model with a general fit measure, but to study the fit for different individuals. A
wise approach may be to compare models per individual.
Finally, the VAR-BDM may be implemented in another modeling framework,
such as a network model. A network model aims to charter the relations between
several observed variables. In a longitudinal setting, a VAR network model may
be used (e.g., Bringmann et al., 2013; Bulteel, Tuerlinckx, Brose, & Ceulemans,
2016). In a VAR network model the autoregressive and cross-regressive relations
are represented as the edges between the nodes, which represent the observed
variables. As such, it offers an appealing visualization of the relations between
the variables studies. A network model generally encompasses a large number of
variables, which complicates estimation. As a VAR network is calculated using a
VAR model on all dependent variables, one may see the possibilities of using the
VAR-BDM to estimate a VAR network model.
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Summary
In this thesis, I focus on the use of time series analysis in psychological research. I
focus on two main issues. The first one pertains to the effect of different estimators
and data properties on the estimation of the autocorrelation. Further, I study the
challenges of empirical data and how to link the psychological theory with the
statistical models. For the last part I use the Bayesian dynamic model, which is
able to handle the challenges present in the empirical data sets I use.
In Chapter 2 I discuss various estimators of the autoregressive model for
univariate data. I compare their performance in estimating the autocorrelation
in short time series. In Study 1, under correct model specification, I compare
the frequentist r1 estimator, C-statistic, ordinary least squares estimator (OLS)
and maximum likelihood estimator (MLE), and a Bayesian method, considering
flat (Bf ) and symmetrized reference (Bsr ) priors. In a completely crossed experimental design I vary lengths of time series (i.e., T = 10, 25, 40, 50 and 100) and
autocorrelation (from -0.90 to 0.90 with steps of 0.10). The results show the lowest
bias for the Bsr , and the lowest variability for r1 . The power in different conditions is the highest for Bsr and OLS. For T = 10, the absolute performance of all
measurements is poor, as expected. In Study 2, I study robustness of the methods through misspecification by generating the data according to an ARMA(1,1)
model, but still analysing the data with an AR(1) model. I use the two methods
with the lowest bias for this study, i.e., Bsr and MLE. The bias gets larger when
the non-modelled moving average parameter becomes larger. Both the variability
and power show a dependency on the non-modelled parameter. The differences
between the two estimation methods are negligible for all measurements.
In Chapter 3 I estimate a time series model for multiple individuals using
multilevel models. I compare two estimation methods for the autocorrelation in
Multilevel AR(1) models, namely MLE and Bayesian Markov Chain Monte Carlo,
earlier denoted as Bsr . Furthermore, I examine the difference between modeling
fixed and random individual parameters. To this end, I perform a simulation study
with a fully crossed design, in which I vary the length of the time series (10 or 25),
the number of individuals per sample (10 or 25), the mean of the autocorrelation
(-0.6 to 0.6 inclusive, in steps of 0.3) and the standard deviation of the autocor123
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relation (0.25 or 0.40). I found that the random estimators of the population
autocorrelation show less bias and higher power, compared to the fixed estimators. As expected, the random estimators profit strongly from a higher number
of individuals, while this effect is small for the fixed estimators. The fixed estimators profit slightly more from a higher number of time points than the random
estimators. When possible, random estimation is preferred to fixed estimation.
The difference between MLE and Bayesian estimation is nearly negligible. The
Bayesian estimation shows a smaller bias, but MLE shows a smaller variability
(i.e., standard deviation of the parameter estimates). Finally, better results are
found for a higher number of individuals and time points, and for a lower individual variability of the autocorrelation. The effect of the size of the autocorrelation
differs between outcome measures.
In Chapter 4 I use the Bayesian Dynamic Model (BDM) to compare different
models for a univariate, multi-individual dataset posing several challenges, such as
missing data and non-normally distributed observed data. I represent the complex
structure of intensive longitudinal data of multiple individuals with a hierarchical
BDM. This BDM is a generalized linear hierarchical model where the individual
parameters do not necessarily follow a normal distribution. The model parameters
can be estimated on the basis of relatively small sample sizes and in the presence
of missing time points. I present the BDM and discuss the model identification,
convergence and selection. The use of the BDM model is illustrated using data from
a randomized clinical trial to study the differential effects of three treatments for
panic disorder. The data involves the number of panic attacks experienced weekly
(73 individuals, 10 to 52 time points) during treatment. Presuming that the counts
are Poisson distributed, the BDM considered involves a linear trend model with an
exponential link function. The final model included a moving average parameter,
and an external variable (duration of symptoms pre-treatment). Our results show
that cognitive behavioral therapy is less effective on the reduction of panic attacks
than serotonin selective re-uptake inhibitors or a combination of both. Post-hoc
analyses revealed that males show a slightly higher number of panic attacks at the
onset of treatment than females.
In Chapter 5 I use the BDM for the analysis of multivariate, multi-individual
emotional data with missing data points. In emotion dynamic research one distinguishes various elementary emotion dynamic features, which are studied using
intensive longitudinal data. Typically, each emotion dynamic feature is quantified
separately, which hampers the study of relationships between various features.
Further, the length of the observed time series in emotion research is limited, and
often suffers from a high percentage of missing values. In this chapter I propose a
vector autoregressive Bayesian dynamic model, that is useful for emotion dynamic
research. The model encompasses six elementary properties of emotions, and can
be applied with relatively short time series, including missing data. The individual
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elementary properties covered are: within person and innovation variability, inertia, granularity, cross-lag correlation and the intensity. The model can be applied
to both univariate and multivariate time series, allowing to model the relationships between emotions. Further, it may model multiple individuals jointly. One
may include external variables and non-Gaussian observed data. We illustrate
the usefulness of the model with an empirical example of three emotions of three
individuals (47 to 70 measurements), with missing time points within the series.
Finally, in Chapter 6, I apply the vector autoregressive BDM to bivariate
affect data where I compare several models to find the best fitting one. Affect
research often focuses on studying various elementary features of the individual
dynamics of positive affect (PA) and negative affect (NA). The features studied are
typically quantified separately, hampering the study of their mutual relations. In
this chapter I consider six elementary affect features to characterize the dynamics of
PA and NA: within person and innovation variability, inertia, cross-lag regression,
intensity and the co-occurrence of affect. To facilitate the study of these features,
I propose to use a vector autoregressive Bayesian dynamic model. This model
encompasses parameters that quantify the six affect features of multiple individuals
at once. The model can be applied to data typically encountered in dynamic affect
research, i.e., bivariate, relatively short time series of multiple individuals, even
in the presence of missing time points. Furthermore, the model allows for the
inclusion of external variables. I illustrate the usefulness of the model with an
empirical example using relatively short time series (53 to 71 measurements) of
bivariate affect data for 12 individuals. I compare three models to find whether
a weekly cycle is present in the data and whether there is autoregression present
in the white noise. I compare the models with regard to the white noise, the
innovation noise and a log-likelihood criterion. The model estimates provide insight
into the individual dynamics of PA and NA, and their interindividual differences
and similarities.
In this thesis I studied the effect of different estimators and data properties
on the estimation of the autocorrelation. I concluded that the MLE and the Bsr
are the best estimators of those used in this thesis. I showed that the estimation
is improved when the time series are longer, more individuals are involved, the
absolute autocorrelation is larger and the standard deviation of the autocorrelation
is smaller.
Furthermore, I studied how the BDM handles practical issues in empirical data
and how it can link psychological hypotheses with statistical models. The BDM
was capable of handling all practical issues encountered in one model, i.e., missing
values, the inclusion of external variables and the use of observed scores with
non-normally distributed residuals. Finally, the BDM is capable of handling the
psychological research questions posed for the data sets analyzed in this thesis, for
example by comparing models to see whether the hypothesized effects are indeed

126
found in the data.

Summary

Samenvatting
In mijn proefschrift richt ik mij op het gebruik van tijdsreeksanalyse in psychologisch onderzoek. Ik focus hierbij op twee aspecten. Ten eerste onderzoek ik het
effect van verschillende schatters en data-eigenschappen op het schatten van de
autocorrelatie. Dit gebeurt in Hoofdstuk 2 en 3. Ten tweede bestudeer ik de
uitdagingen van empirische data-analyse en hoe de link gelegd kan worden tussen
psychologische theorieën en de statistische modellen. Dit gebeurt in Hoofdstuk 4,
5 en 6. Voor het tweede aspect gebruik ik het Bayesiaanse dynamische model, dat
alle uitdagingen aankon die ik vond in de empirische datasets die ik heb geanalyseerd.
In Hoofdstuk 2 bespreek ik verschillende schatters van het autoregressieve
model voor univariate data. Ik vergelijk hun prestaties bij het schatten van de
autocorrelatie in korte tijdsreeksen. In Studie 1, onder correcte modelspecificatie,
vergelijk ik de frequentistische r1 , C-schatter, de ordinary least squares (OLS)
schatter en de maximum likelihood estimator (MLE), alsmede een Bayesiaanse
schattingsmethode met een platte prior (Bf ), dan wel de zogenaamde symmetrized
reference prior (Bsr ). In een compleet gekruist onderzoeksontwerp varieer ik de
lengte van de tijdsreeks (d.w.z., T = 10, 25, 40, 50 en 100) en de autocorrelatie (van
−0.90 tot 0.90 met stappen van 0.10). De resultaten laten zien dat de kleinste
bias (vertekening) wordt gevonden voor Bsr en de laagste variabiliteit voor r1 . In
de verschillende condities is de power (het onderscheidingsvermogen) het grootst
voor Bsr en OLS. Voor T = 10 presteren, zoals verwacht, alle schatters slecht
In Studie 2 bestudeer ik de robuustheid van twee van de schatters aan de hand
van een misspecificatie. In deze studie wordt de data gegenereerd met behulp
van een ARMA(1,1) model, maar geanalyseerd met een AR(1) model. Hiervoor
gebruik ik de twee methoden met de laagste bias in de eerste studie, d.w.z., Bsr en
MLE. De bias wordt groter wanneer de ongemodelleerde autocorrelatieparameter
van de ruis groter wordt. Zowel de variabiliteit als de power zijn afhankelijk van
deze ongemodelleerde parameter. De verschillen tussen de MLE en Bsr zijn te
verwaarlozen voor alle gebruikte uitkomstmaten.
In Hoofdstuk 3 schat ik tijdsreeksmodellen voor meerdere individuen met behulp van multilevel modellen. Ik vergelijk hierbij twee schattingsmethoden voor de
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autocorrelatie in multilevel AR(1) modellen, namelijk MLE en Bayesiaanse Markov
Chain Monte Carlo, eerder Bsr genoemd. Verder bestudeer ik de verschillen tussen
het modelleren van zogenaamde random en fixed individuele parameters. Om dit
te bereiken voer ik een simulatiestudie uit met een volledig gekruist onderzoeksontwerp, waarbij ik de lengte van de tijdsreeksen (10 of 25) en de hoeveelheid
individuen in de datasets (10 of 25) varieer, alsmede het gemiddelde (−0.60 tot
0.60 in stappen van 0.30) en de standaarddeviatie (0.25 of 0.40) van de verdeling
waaronder ik de autocorrelatie genereer. De random schatters van de gemiddelde
autocorrelatie in de populatie laten een kleinere bias en hogere power zien dan
de fixed schatters. Zoals verwacht profiteren de random schatters sterk van een
toegenomen aantal individuen, maar is dit effect klein voor de fixed schatters. De
fixed schatters hebben iets meer voordeel van een toegenomen aantal tijdspunten dan de random schatters. Gelet op de hogere power en kleinere bias, wordt
waar mogelijk het random schatten van de parameters geprefereerd boven het
fixed schatten. Het verschil tussen de MLE en de Bsr is bijna verwaarloosbaar.
De Bsr heeft een kleinere bias, maar MLE heeft een kleinere variabiliteit (i.e., de
standaarddeviatie van de parameter schattingen). Er worden betere resultaten
gevonden wanneer er meer individuen en tijdspunten zijn, evenals voor een kleine
standaarddeviatie van de autocorrelatie. Het effect van het gemiddelde van de
autocorrelatie is afhankelijk van de gebruikte uitkomstmaat.
In Hoofdstuk 4 gebruik ik het Bayesiaanse dynamische model (BDM) om verschillende modelvarianten te vergelijken voor een univariate dataset bestaande uit
metingen van meerdere individuen. Deze dataset vertoont verschillende uitdagingen, zoals ontbrekende scores en niet-normaal verdeelde residuen. Deze complexe
structuur geef ik weer met een hiërarchisch BDM. Het BDM is een gegeneraliseerd
lineair hiërarchisch model waar de individuele parameters niet per se een normale
verdeling volgen. Het model kan geschat worden op basis van een relatief kleine
dataset met ontbrekende scores. Ik presenteer het BDM en bespreek de modelidentificatie, convergentie en selectie. Het gebruik van het BDM illustreer ik aan
de hand van data van een gerandomiseerde klinische proef, opgezet om het verschil in effect van drie behandelingen tegen paniekstoornissen te bestuderen. De
data bestaan uit de hoeveelheid paniekaanvallen die wekelijks ervaren worden (73
individuen, 10 tot 52 datapunten per individu) tijdens de behandeling. Onder
de aanname dat de scores een Poissonverdeling volgen, wordt er een model gebruikt met een lineaire trend en een exponentiele link functie. Het uiteindelijk
model bevat ook een autocorrelatiecoëfficiënt voor de ruis en een externe variabele
(tijdsduur van de symptomen voor de behandeling). Onze resultaten laten zien
dat cognitieve gedragstherapie minder effectief is dan het gebruik van selectieve
serotonine-heropnameremmers of een combinatie van beide in het verminderen
van het aantal ervaren paniekaanvallen per week. Post-hoc analyses laten zien
dat mannen een licht hoger aantal paniekaanvallen hebben aan het begin van de
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behandeling vergeleken met vrouwen.
In Hoofdstuk 5 gebruik ik het BDM om een multivariate dataset met emotiedata
van meerdere individuen met ontbrekende scores te analyseren. Onderzoek naar
emotiedynamiek richt zich over het algemeen op het onthullen van informatie
over het functioneren en reguleren van emoties en affect. Hierbij worden verschillende elementaire eigenschappen van de emotiedynamiek onderscheiden, die
worden bestudeerd met behulp van intensieve longitudinale data. Over het algemeen wordt elk van deze eigenschappen apart gekwantificeerd, wat het bestuderen
van de onderlinge relaties tussen deze eigenschappen bemoeilijkt. Dit, op zijn
beurt, bemoeilijkt de validatie van de theorieën over deze onderlinge relaties. In
emotieonderzoek is de lengte van de geobserveerde tijdsreeksen beperkt en is er
vaak sprake van veel ontbrekende scores. In dit hoofdstuk gebruik ik een Bayesiaans vector autoregressief model, een variant van het BDM, dat gebruikt kan worden in het onderzoek naar de dynamiek van emoties. Het model omvat zes centrale
eigenschappen van de emotiedynamiek in één keer en kan worden toegepast op relatief korte tijdsreeksen met ontbrekende scores. De gebruikte eigenschappen van
emotiedynamiek zijn: de variabiliteit op de lange en korte termijn, de granulariteit, de inertia, de cross-lag regressie en de intensiteit. Het model kan worden
toegepast op zowel univariate als multivariate tijdsreeksen, waardoor het de relaties tussen emoties ook kan modelleren. Verder kan het meerdere individuen
tegelijk modelleren en indien gewenst externe variabelen meenemen. Het model
kan gespecificeerd worden voor niet-normaal verdeelde geobserveerde data en omgaan met ontbrekende scores met behulp van een link functie. Ik laat het nut
van het model zien aan de hand van een empirisch voorbeeld met relatief korte
tijdsreeksen (47 tot 70 metingen) van drie emoties, met ontbrekende scores in de
tijdsreeksen, gemeten voor drie individuen. Ik bespreek hoe het model kan worden
uitgebreid en de beperkingen waar men tegenaan kan lopen wanneer het model
gebruikt wordt voor de analyse van empirische data.
In Hoofdstuk 6 pas ik het VAR-BDM toe op bivariate affect-data en vergelijk
modellen om het best passende model te vinden. Affectonderzoek richt zich vaak
op het bestuderen van verschillende elementaire eigenschappen van de individuele
dynamiek van Positief Affect (PA) en Negatief Affect (NA). Deze eigenschappen
worden meestal separaat gekwantificeerd, wat het bestuderen van de onderlinge
relaties bemoeilijkt. Hier bespreek ik zes elementaire eigenschappen van affect
die de dynamiek van PA en NA karakteriseren: de variabiliteit op de lange en
korte termijn, de inertia, de cross-lag regressie, de intensiteit en de co-occurrence
van affect. Om het bestuderen van deze eigenschappen te faciliteren gebruik ik
een vector autoregressief BDM. Dit model bevat parameters die alle zes genoemde
eigenschappen van de affect dynamiek kunnen kwantificeren. Het model kan worden toegepast op het soort data dat typisch is voor onderzoek naar affectdynamiek,
i.e., bivariate, relatief korte tijd series van verschillende individuen, zo nodig met
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ontbrekende scores. Verder kan het model externe variabelen meenemen indien
gewenst. Het nut van dit model laat ik zien aan de hand van een empirisch
voorbeeld, waarbij ik een dataset gebruik van relatief korte (53 tot 71 metingen),
bivariate affectdata van 12 individuen. Om de aanwezigheid van een weekdageffect dan wel een autoregressie in de afwijkingen vast te stellen vergelijk ik drie
verschillende modellen. Ik vergelijk de modellen met betrekking tot de ruis, de
innovatieruis en een log-likelihood criterium. De modelschattingen geven inzicht
in de individuele dynamiek van PA en NA, en de bijbehorende interindividuele
verschillen en overeenkomsten.
In dit proefschrift heb ik het effect onderzocht van verschillende schatters en
data-eigenschappen op het schatten van de autocorrelatie. Uit mijn onderzoek
blijkt dat, van de gebruikte schatters in dit proefschrift, de MLE en de Bsr de beste
schatters zijn voor een autoregressief model. Verder blijkt dat het schatten van de
autocorrelatie accurater wordt wanneer de tijdreeksen langer zijn, er meer mensen
mee doen, de gemiddelde autocorrelatie in een serie groter is en de standaard
deviatie van deze autocorrelatie kleiner is.
Daarnaast heb ik gekeken hoe het BDM omgaat met de problemen in empirische
data en hoe het psychologische theorieën met statistische modellen kan verbinden.
Het BDM kan alle problemen die aanwezig waren in de geanalyseerde datasets
aan, d.w.z, missende waardes, de inclusie van externe variabelen en geobserveerde
scores met niet-normaal verdeelde residuen. Ook kan het BDM de psychologische
onderzoekvragen beantwoorden die van belang zijn voor de gebruikte datasets,
bijvoorbeeld door het vergelijken van modellen om te kijken of een verwacht effect
ook werkelijk te vinden is in de data.
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